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Why a Bayesian approach?

• If results are ever to be used, they must be accompanied by measures of how much
uncertainty there is in the results, given the data at hand. Bayesian analysis delivers this;
classical analysis does not; yet practical people commonly treat classical analysis as if it
did.

– I.e. you probably already think like a Bayesian without realizing it.

• Many nonlinear or dynamic models (e.g. autoregressions, discrete choice) that are hard
to analyze from a classical perspective are straightforward from a Bayesian perspective.

• The question, “Do asymptotic results provide a good approximation in this sample?”, is
meaningful and answerable only in a Bayesian framework.



Nonlinear least squares example
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Calculate and plot the likelihood, proportional to
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A natural Bayesian approach here is to treat this plot, normalized to sum to one, as the
pdf for θ | y, x. It implies a 90% probability interval for θ of (0,.4) as shown in figure 1.
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Figure 1:

Simple classical confidence interval: {SSR |x, θ} ∼ χ2(3). Therefore
{θ |SSR(θ) < 6.25)} is a 90% confidence region. This gives us the interval (0,.042).

So classical methods almost 10 times as precise here?

Wait. Suppose instead of ε(2) = −1 we have ε(2) = −1.732. Then the SSR at
θ = 0 is 8.0. No values of θ are in the confidence interval. Is this too much precision? A
mistake? Neither. It’s just illustrating that a confidence interval is often not a reasonable
characterization of uncertainty given the data, and it is not designed to be.

Pre-sample vs. post-sample probability

I. All classical probability statements are pre-sample: about the probability distribution of
the sample before you see the sample.

II. Bayesian probability statements are post-sample: about the probability distribution of
unobserved quantities (parameters, future data) after you’ve seen the data. This is what
is needed for decision-making.
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Data we didn’t see

Data that could have been seen, but wasn’t does not affect Bayesian inference. It does
affect classical inference.

Example: We have a digital thermometer that registers temperature exactly except for

I. ±.1 rounding error and

II. 5% of the time, at random, it fails to register at all, displaying 100.0◦.
Consider the random interval x ± .1, where x is the thermometer reading.

• This is a (conservative) 95% confidence interval. It has exactly 95% coverage for true
temperatures outside (99.9,100.1), greater than 95% coverage for true temperatures
in that interval.

• But its posterior probability is 100% whenever x 
= 100.0. When x = 100.0, its
posterior probability is likely to be well under 95%.

The stopping rule paradox

This is what has convinced many people that they are not Bayesians.

You are presented with the results of a study in which a new drug and an old drug have
been given to 129 matched pairs of sick rats. The difference in effects of new and old drugs
is estimated as .7 with a standard error of .3, “significantly different from zero” by standard

measures. The estimate was formed by averaging 129 i.i.d. N(µ, σ2) random variables.

You had at first assumed that 129 was just the number of rats the experimenter had
available for the experiment. But someone now shows you that he actually had 20,000 rats
available and planned from the start to keep adding rat pairs to the study until he had a
t-statistic exceeding +2 for the effect of the drug or he ran out of rats.

Bayesian analysis implies that seeing the notebooks does not affect decisions you might
make based on the study.

Resolving the paradox

• The paradox reflects the likelihood principle, which we will discuss next lecture.

• But its common sense reflects Ed Leamer’s maxim, “Estimate, don’t test”.
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• You should not have been making any decisions based on the “significance” of the
experiment’s result. Your decision should be based on how sure you are that the drug’s
effect is of non-trivial size.

• Is .7 “big”? If so, the fact that the experimenter could quit so early, with such strong
results, is good evidence in favor of the drug.

• Is an effect of .7 negligibly small for practical purposes? Or is it much smaller than
the effect you would have expected from the theory underlying the drug’s development?
Then the estimate of .7 with standard error of .3 may be strong evidence that the effect
is very small, i.e. evidence against the drug’s having an important effect.

• If the true effect were zero, it is likely that the experiment would have stopped before
20,000 rats were used, but not until a large number were used, so that the estimate came
out small, with small standard error.

Unbiasedness

Example:

X ∼ N(µ, µ
2
)

An unbiased estimator of µ: µ̂ = X. Satisfies E[µ̂ |µ] = µ, so it’s unbiased.
But suppose we know that either µ ∈ (0, 4), and we observe X = 1. The situation is
shown in Figure 2. The likelihood function, which is proportional to
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!
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peaks below µ̂ = 1, but it is very skewed to the right, so that if we normalize the
likelihood over (0,4) to integrate to 1 and take E[µ |X = 1], we get 1.54, well above
the unbiased estimate µ̂.

In this example, the fact that for µ large the variance of X as well as its mean are large means
that a given observed X could easily be reflecting a larger (and therefore very higher-variance)
value of µ. That it reflects an equally much lower (and therefore lower-variance) value of µ
is not so likely, because for such low µ’s the low variance will keep the X close to µ with
high probability. Thus µ̂ = X, though unbiased, is in a sense “biased” as an estimator of µ;
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having seen X, we cannot easily rule out very large µ’s, so a reasonable expectation for µ is
likely to be considerably larger than X.

Notes about the N(µ, µ2) example

• The likelihood is 0(µ−1) as µ → ∞, which means it is not integrable over the whole
of (0,∞). So the truncation to (0,4) in the example matters a lot. As the truncation
point grows larger, we would find E[µ |X = 1] → ∞.

• In class I said the maximum likelihood estimator would be above 1. From the graph, this
is clearly incorrect. The peak of the likelihood is actually always at .62X.

• In class I said that if we knew that µ lay in the set {.5, 1.5}, likelihood would favor 1.5
over .5 after observation of X = 1. This was a mistake, as can be seen from the graph.
To make the intuition I described in class correct, the two points need to be farther away
from 1. For example, if µ ∈ {.25, 1.75}, then one can see that with X = 1 likelihood
strongly favors 1.75 over .25.
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Figure 2:

p values

(This discussion is somewhat different from, and a little more extended than, what we
did in class.)

One often sees results quoted in a form like

β̂ = .7
(.3)

, p = .033 .

Here p is the probability of a t-statistic exceeding .7/.3=2.33. It is useful not to have to look
up the t-statistic in a table, but if p-values are interpreted as measures of the “strength of
evidence” against a null hypothesis (here H0 : β = 0), they can be misleading in a variety
of ways.
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The one we discussed in class is that the “evidence against the null” always depends
on assumptions about what the alternative hypothesis is. For example, suppose we have
β̂ ∼ N(β, 1) and H0 : β = 0, HA : β = 4. Then if we observe β̂ = 2, the p-value of

the observation under H0 is .023. But if the alternative is β = 4, the probability of β̂ ≤ 2

under HA is the same as the probability of β̂ ≥ 2 under H0 and likelihood is the same
height at β = 0 and β = 4. Thus the evidence against the null is actually quite weak. The
same p-value when we have HA : β = 3 would be much stronger evidence against the null.

This point can be addressed in a classical context just by observing that we should care
about the power of tests—the probability that they will reject when the null is false—as well
as their significance levels.

But there are deeper problems with p-values that consideration of power will not take
care of. Suppose we have H0 : β̂ ∼ N(0, 1) as before, but HA : β̂ ∼ N(3, .25). Then,

because the observed β̂ is 2-standard-deviations away from the mean under both null and
alternative, significance level and power are both .023 just as in the original setup. But now
likelihood is twice as high under the alternative as under the null (as you should be able to
check). This ratio of likelihoods is a better summary of the implications of the data for choice
between null and alternative than are the p-values, though you may remain to be convinced
of that by our discussions of the likelihood principle, to follow.
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