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ARMA Likelihood, Impulse Responses ∗

1. Practical disadvantages and advantages of ARMA and MA models

• Notice that, e.g.,
yt = 1.5yt−1 − .5625yt−2 + εt − .75εt−1

and

yt = .75yt−1 + εt ,

with εt specified to be the innovation in yt in both models, imply exactly the
same behavior for y.

• This is because 1− 1.5L+ .5625L2 = (1− .75L)2, so the (1− .75L) factors can
be canceled out.

• This is a generic phenomenon with ARMA models. They cannot be “overpa-
rameterized” without creating a very badly behaved likelihood function. And
in any case, the likelihood is always constant along the lower-dimensional sub-
manifolds corresponding to cancelling roots.

• AR models have no such problems. We can “add extra lags” to be conservative
about specification, without making likelihood misbehave.

• Pure MA models do not have the canceling roots problem. They do still have
the “non-fundamental-representation” problem. This implies that, unless we
restrict the range of variation of coefficients to fundamental representations
(not easy in big models), we find multiple peaks in the likelihood. This can
distort global analysis of a posterior or of likelihood shape.

• Finite-order MA processes as a class are closed under the taking of linear com-
binations. I.e., they constitute a linear space. They are dense in the space
of covariance-stationary processes under a variance metric. [We can discuss in
class what this means.]

• ARMA processes are also a linear space and dense in the space of covariance-
stationary processes.

• AR processes are not a linear space, though they are dense in the space of
covariance-stationary models. Linear combinations of AR processes are ARMA,
in general.

• The autocovariance function Ry(t) for a covariance-stationary vector process yt

is defined by Ry(t) = Cov(y(v), y(v − t)). If y is an ARMA process, so

B(L)yt = A(L)εt ,
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with εt the innovation in y (i.e. εt = yt − Et−1yt), then the ACF satisfies

∞∑
−∞

Ry(t)L
t = B−1(L)A(L)A′(L)(B−1)′(L) .

• An important result: not only is Ry(t) = 0 for t > m for a finite-order MA with
maximum lag m (which is obvious), but also any covariance-stationary process
such that Ry(t) = 0 for t > m is an m’th order MA process.

2. Impulse responses

• Asymptotics provides a useful approximation for the posterior pdf shape only
for quite near-in impulse responses.

• For example: Flat-prior posterior analysis and classical asymptotics give roughly
the same distributional forms for the univariate AR model with a single lag
and known residual variance, i.e. N(ρ̂, σ2/

∑
y2

t−1) for the posterior on ρ and
N(ρ, σ2/E[

∑
y2

t−1]) for the asymptotic approximation to the distribution for
ρ̂. Since in this simple model the impulse responses are just powers of ρ, it is
clear in a Bayesian approach and natural in a classical approach to base infer-
ence about the n-period ahead impulse response ρn directly on the posterior
for ρ. Since the 95% flat-prior posterior interval for ρ is ρ̂ ± 1.96σρ, where

σρ = σ/
√∑

y2
t−1, we can translate this directly into a 95% interval on ρ̂n for

any n, i.e.
(
(ρ̂ − 1.96σρ)

n, (ρ̂ + 1.96σρ)
n
)
. Also, using the change-of-variables

formula, we can compute the peak of the posterior on ρn, which will not be
ρ̂n. Below we show, for ρ̂ = .9, σρ = .05, how the posterior 95% interval and
the posterior mode differ from the asymptotic approximation that treats the
posterior as N

(
ρ̂n, (nρ̂n−1σρ)

2
)
.

posterior asymptotic approx.
n F (.0275) mode F (.975) F (.0275) mode F (.975)
2 0.6432 0.8050 0.9960 0.6336 0.8100 0.9864
5 0.3318 0.5545 0.9900 0.2690 0.5905 0.9120
10 0.1101 0.2609 0.9802 -0.0310 0.3487 0.7284
20 0.0121 0.0334 0.9608 -0.1432 0.1216 0.3863
Note that the posterior is quite skewed, so that the peak of the posterior is

lower than ρ̂n, yet the 95% interval based on the posterior is shifted up, not
down, from the asymptotic approximation. To see how this comes about, look
at the graph below of the n = 10 case.
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• For multivariate models, the classical asymptotics can be generalized, but it is
trickier than it looks. We show how it is done in the appendix.

• The most reliable approach in multivariate models is Monte Carlo simulation
of the posterior. That is, one generates a large number of artificial random
draws from the posterior distribution of the parameters of the system, for each
one calculating the impulse responses. The results can be used to calculate
standard errors or error bands.

– This can be based on the asymptotic approximation, according to which the
coefficients in an estimated unconstrained vector AR system are N(β̂, Σ̂⊗
(X ′X)−1).

– Especially in a large system, though, it can be important to draw from the
full posterior, recognizing the randomness of Σ.

• Multivariate impulse responses, in the first order AR case where
yt

k×1
= θyt−1 + εt ,

where again εt is the yt-innovation, are given by A(s) = θs.
• The classical asymptotics breaks down at least as fast with increasing response
horizon in multivariate as in univariate models. However, in multivariate mod-
els there is no classical analogue to deriving the confidence interval for the
impulse responses directly from the confidence interval on θ, because θ is high-
dimensional, while aij(s), a typical element of A(s), is one-dimensional. Any
proposed confidence interval will have a coverage probability that depends on
all elements of θ, and many θ’s will correspond to the same value of aij(s).
On the other hand, Bayesian posterior probability intervals often have pretty
good coverage probability, and are justified by asymptotic distribution theory
as classical intervals.

• Why are Bayesian 95% probability intervals asymptotically justified as classical
95% intervals? In large samples, θ̂ ∼ N(θ,Σθ), approximately. Also, since in
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large samples θ and θ̂ are close to each other, The first order Taylor expansion
θ̂s .
= θs + sθs−1(θ̂ − θ) becomes accurate, so that the elements of θ̂s are ap-

proximately linear functions of the approximately normal θ̂, hence themselves
approximately normal. Since the Gaussian likelihood shape for θ matches the
Gaussian asymptotic distribution for θ̂, flat-prior posterior probability inter-
vals for linear combinations of θ’s correspond to confidence intervals for linear
combinations of θ̂’s, which proves the result.

Appendix A. Multivariate asymptotics for θ̂n

We use the notation θ̃ or Vec(θ) to stand for the columns of θ stacked up to form a
single vector (first column at the top). A centrally important algebra fact for dealing
with the Vec operator is

Vec(A · B · C) = (C ′ ⊗ A) · B̃ , (1)

where ⊗ is the Kronecker product operator. From this we can see that we can write
Vec θn as a product of a big matrix with the vectorized j’th copy θ in θn, for any j, as

Vec(θn) =
(
(θn−j)′ ⊗ θj−1

)
θ̃ . (2)

This lets us find
∂ Vec θn

∂θ̃
=

n∑
j=1

(θn−j)′ ⊗ θj−1 . (3)

It is then straightforward to apply the “delta method” — linear Taylor expansion of
θ̂n as a function of θ̂ about the point θ̂ = θ — to find the asymptotic covariance matrix
of Vec θ̂n, when θ̃ ∼ N(θ,Ω), as

N

(
Vec(θn),

(
n∑

j=1

(θn−j)′ ⊗ θj−1

)
Ω

(
n∑

j=1

((θj−1)′ ⊗ θn−j)

))
. (4)

If θ is k × 1, this expression is a k2 × k2 matrix. For a 6-variable VAR with 5 lags, for
example, a relatively small model by the standards of the monetary VAR literature,
we end up with (after stacking the VAR into a one-lag system) a 900 × 900 matrix.
Multiplying many matrices of this size is computationally demanding.
The matrices in (4) have special structure, however, so that the storage require-

ments and computational speed for these calculations can be held down by careful
programming.


