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Abstract 

The success of system-on-a-chip (SoC) hinges upon a well-
concerted integrated approach from multiple disciplines, 
such as device, design, and application. From the device 
perspective, rapidly improving VLSI technology allows the 
integration of billions of transistors on a single chip, thus 
permitting a wide range of functions to be combined on one 
chip. From the application perspective, numerous killer 
applications have been identified, which can make full use of 
the aforementioned functionalities provided by a single chip. 
From the design perspective, however, with greater device 
integration, system designs become more complex and are 
increasingly challenging to design. Moving forward, novel 
approaches will be needed to meet these challenges. This 
paper explores several new design strategies, which represent 
the current design trends to deal with the emerging issues. 
For example, recognizing the stringent requirements on 
power consumption, memory bandwidth/latency, and 
transistor variability, novel power/thermal management, 
multi-processor SoC, reconfigurable logic, and design for 
verification and testing have now been incorporated into 
modern system design. In addition, we look into some 
plausible solutions. For example, further innovations on 
scalable, reusable, and reliable system architectures, IP 
deployment and integration, on-chip interconnects, and 
memory hierarchies are all anticipated in the near future.  

 

I. Introduction 
 
The technology revolution has had a profound impact on our 
daily life. For example, personal communication will never 
be the same.  About 80 years ago, Bell Laboratories 
demonstrated the first mobile phone prototype which had to 
be mounted on a car.  About 30 years ago, the first hand-held 
mobile phone became commercially available.  Today, the 
standard cellular phone is compact, user friendly, and packed 
with functionality. Moreover, many optional features are 
available, such as personal digital assistants and global 
positioning systems.  In fact, more and more new 
applications are ready to harness the technology revolution. 
Prominent examples include third-generation wireless 

communication  [70] and a wide range of popular lifestyle 
consumer electronics (such as, digital cameras, video 
camcorders, digital televisions, and set-top boxes)  [58]. 
According to In-Stat/MDR, the market for smart appliances 
in digital home experienced a 70% compound annual growth 
rate from 2001 to 2006  [38]. Moving forward, Gartner 
Market Report predicted that $500 millions market for SoC 
in 2005 will grow over 80% by 2010  [46]. The annual 
growth rate is about 2x faster than general-purpose 
microprocessors  [28].  
 
Such a change is largely due to the advances in device 
technology, which enable us to put billions of transistors on a 
chip for almost unlimited processing capability. Figure 1 
shows that in the past 40 years, we have been able to put 
about a million times more transistors onto a chip (keeping 
pace with Moore’s Law  [55] [56] [73]). The first 
microprocessor had a couple of thousand transistors with 
functionalities limited to basic logic/arithmetic processing. In 
contrast, a modern SoC can have billions of transistors, 
supporting a wide range of functions (processors/controllers, 
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Figure 1: The ever-increasing amount of transistors per die 
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application-specific modules, data storage, and mixed-signal 
circuits). Thanks to ever increasing large-scale integration, 
SoC is able to meet the increasing computational demand by 
new applications.  
 
We face many formidable challenges, however. System 
integration means more than simply squeezing components 
onto a chip. There is a huge gap between what can be 
theoretically designed and what can be practically 
implemented. New requirements on performance, power 
consumption, and rapid design cycles necessitate we revisit 
some fundamental design principles.  For instance, one of the 
persistent challenges is how to deploy in concert an ever 
increasing number of transistors with acceptable power 
consumption.  Another challenge is that in order to meet the 
increasingly demanding requirements in multimedia 
applications, SoC must provide functional flexibility as well 
as processing capability. There are many other deeper issues 

related to SoC research.   In this paper, we address the 
driving force behind SoC designs, the design flow, current 
trends, and future challenges–from an architect’s perspective 
 [21] [25] [36].  
 
Figure 2 serves as an outline of this paper.  
1. The top level shows the basic driving forces behind SoC 

designs, including (1) integrating more transistors within 
(2) a short period of time to provide (3) high 
performance and (4) flexibility, as mentioned earlier.  

2. The second level shows a divide-and-conquer strategy 
which was adopted to create flexible SoC products with 
short design cycles. To elaborate on this strategy, 
Section II in this paper lists the typical approaches, 
including hardware-software partitioning/co-design, 
programmable core, IP design and reuse, and vertical 
integration.  
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Figure 2: Key topics of system-on-a-chip design. The links between boxes reflects the cause-effect relationship. For example, 
the relationship between the cause-nodes (high-performance, programmable core, and power consumption) and the effect-
node (MPSoC) is highlighted here.  (See the boldfaced nodes/arcs.)  Because an effective way to increase performance 
without substantially increasing power consumption is to use parallel processing, some designs start to incorporate multiple 
processors in a chip.  
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3. The third level displays emerging issues, including 
power consumption, memory bandwidth/latency, and 
transistor variability, which have a major impact on 
system designs.  These are addressed in Section III. 

4. Recognizing these emerging issues, the fourth level 
shows how modern system design has incorporated 
novel power/thermal management, multi-processor SoC, 
reconfigurable logic, and design for verification and 
testing. These are covered in Section IV.  

5. As depicted in the fifth level, we anticipate further 
innovations on scalable, reusable, and reliable system 
architectures, IP deployment and integration, on-chip 
interconnects, and memory hierarchies in the near future. 
These are addressed in Section V.  

 

II. Prevailing System Design 
Approach  
 
A wealth of knowledge has been accumulated in the VLSI 
and application-specific system design community in the past 
two decades.  Many such design strategies remain valid and 
are indeed very effective for SoC systems.  Therefore, we 
first review these prevailing approaches to the design of 
large-scale systems. 
 
To design complex systems, it is natural to use a divide-and-
conquer strategy as shown in Figure 3.  Given the intended 
applications, the system is first divided into the analog 
domain and the digital domain. The analog domain, such as 
radio frequency (RF) circuits, can be accomplished via 
analog circuit designs. In the digital domain, the 
implementation of the algorithms can be further divided into 
software codes on programmable processors and hardware 

accelerators. In the next level, hardware accelerators 
comprise pre-defined intellectual property (IP) blocks and 
fully custom designed circuits. All these circuits must be 
integrated onto a chip in concert. Below are the major design 
components of this divide-and-conquer strategy.  
 

1. Programmable Processor 
 
With the rapid development cycles in today’s multimedia 
algorithm research, there are a number of approaches to take 
to meet the diverse computing requirements while achieving 
high computational and energy efficiencies. A predominant 
approach is to incorporate programmable cores–90% of the 
SoC products in 130nm technology have one programmable 
core  [37]. With programmable cores, several different 
algorithms can be executed on the same hardware, and the 
functionality of a specific system can be easily upgraded by a 
change in software. This will create a versatile platform that 
can follow new generations of applications and standards. 
Some popular programmable core implementations use RISC 
and/or DSP cores  [5] [16] [32] [33] [34] [47]; or some even 
extend existing programmable processor cores with 
multimedia enhancements  [65].   
 

2. Hardware-Software Co-design  
 
Many applications can be divided into two portions: (1) 
complex data-dependent and decision-making procedures, 
and (2) computationally intensive and regular tasks. While 
using a programmable controller to implement control-
intensive tasks, we can employ fast dedicated hardware 
modules to perform regular computation-intensive tasks. 
Therefore, for almost all multimedia SoC designs, there is a 
common co-design methodology, as shown in Figure 4. The 
methodology includes (1) software and hardware partitioning, 
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Figure 3: Divide-and-conquer view of SoC design  
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(2) software and hardware synchronization, (3) algorithm 
optimization, (4) software optimization, and (5) dedicated 
hardware design. The methodology is applicable to video 
decoders  [88], audio decoders  [83], and other future 
multimedia applications. 
 

3. IP Reuse  
 
In order to deploy successful SoC products in a timely 
manner, we must build new SoCs from circuit blocks that 
have been designed for previous ones  [72] [86]. By using 
existing and high-performance IP, SoC designers not only 
can save time and resources, but also can create a mind-
blowing solution that users want.  
 
Additionally, IP does not just refer to hardwired logic or 
hardware design. Software development starts to be on the 
critical path in time-to-market for SoC  [67] [74]. Therefore, it 
will be great to be able to quickly assemble new software 
stacks (e.g., OS, compiler, libraries) from reusable software 
 [39] [82]. As a matter of fact, while most semiconductor 
companies have mature hardware reuse methodologies, the 
majority of them have not yet reused software components. 
Embedded software design can easily take more resources 
than hardware design  [50].  
 
Furthermore, to sell silicon in today’s business environment, 
semiconductor companies must minimize risk and shorten 
time-to-market for their customers. There is another 
development: IP libraries must include behavioral model 
descriptions (e.g., SystemC) so that the entire 

hardware/software co-design can be simulated and verified at 
the early design stage  [57].  
 

4. Cross-Disciplinary Vertical Integration  
 
In order to vertically integrate hardware, software, 
algorithms, applications, and their interfaces, architecting a 
SoC design requires cross-disciplinary knowledge. We often 
use the divide-and-conquer approach at the very beginning of 
the system design. While it is easy get the best performance 
for each individual component, to get the best overall 
performance for the whole system depends heavily on the 
initial design of the architecture. The ability to (1) partition 
the hardware and software and (2) combine cost-effective 
silicon with high-performance software stacks is the key 
differentiator of a successful SoC design. This requires tight 
interaction between algorithm/software design and hardware 
design. For example, a thorough understanding of the 
applications becomes critical  [6], including (1) analyzing the 
algorithm based on the performance specification, and (2) 
exploiting optimization techniques to reduce the bottlenecks 
in memory capacity, data bus bandwidth, power dissipation, 
and so forth. 
 

III. Emerging Design Issues  

 
There are many emerging steering factors behind the modern 
design trend. Among them, the ones that have significantly 
influenced SoC designs are listed below: 
 

Partition

Hardware IP &

Customer modules

Co-simulation

Functional 

simulation

Co-emulation

Physical design

& synthesis

Software IP &

Customer 

module

development

and 

optimization

Co-verification
 

Figure 4: A common software-hardware co-design 
methodology 
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Figure 5: Power density (watts per cm2) of Intel® 
microprocessors from the 80s to the late 90s 
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1. Power Consumption 
 
As more transistors are integrated into a single chip, the chip 
consumes more power. However, it is getting harder to 

deliver more power to a single chip. Thus, it is important not 
only to build a system with the highest performance, but also 
to deliver the performance with the lowest power 
consumption. Low-power design is critical both to battery-
powered devices (because we want our handheld or portable 
devices to operate longer) and to line-powered equipment 
(because power dissipation strongly influences the 
packaging/cooling cost and the reliability of the chip). In 
addition to high performance, power consumption is a key 
design concern  [36]. 
 
There are two causes of increasing power consumption. First, 
because the power dissipation per transistor is not falling at 
the rate that gate density is increasing  [63], the power density 
of future SoCs is set to increase. Thus, we must reduce 
overall system power consumption by using system 
architecture design rather than relying on process technology 
alone. 
 
Second, architects used to increase frequency (burn more 
power) in order to achieve better performance. For example, 
as shown in Figure 5, from the 80s to the late 90s, the power 
consumption of Intel’s microprocessors closely follows the 
trend of Moore’s Law, doubling every two or three years 
 [66]. Nonetheless, as power consumption approached the 
limits of sustainability, architects were forced to take a 
different direction  [71]. As a result, the latest Intel® Core™ 
2 Duo processors have lower thermal design power than 
Intel® Pentium® 4 processors. Similarly, SoC architects 
have to pay more attention to design choices.   
 

2. Memory Bandwidth and Latency 
 
Although computational speeds can improve at a rate of 50% 
per year, time to access off-chip memory is not improving at 
the same rate. DRAM latencies and bandwidths improve at 
only 7% and 20%, respectively  [35] [64], as shown in Figure 
6. This increasing gap between processor and memory 
speeds is a well-known problem, named the memory wall 
 [35]. In order to feed the computational engine, SoC 
architects have to take action, such as, integrating embedded 
memory into the same chip, or exploiting data access 
localities at the algorithm or software level  [68].  
 

3. Transistor Variability  
 
As future transistor sizes decrease to 20nm and below, we 
are likely to see increasing variability in the behavior of 
transistors  [11] [12], as shown in Figure 7. This is because (1) 
random dopant fluctuations cause variability in transistor 
threshold voltages; (2) subwavelength lithography causes 
line edge roughness and thus variability in transistors. In 
addition to static variability in VLSI process technology, the 
environment, energy, thermal resources, and even 
applications can also yield dynamic variability in circuit 
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Figure 7: Transistor variability across different process 
technologies. (a)  Random dopant fluctuations will cause 
(b) extreme device variation in transistor threshold 
voltages in the future  [11]. 
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operation. These will inevitably lead to inherent unreliability 
in components, posing serious design and test challenges. To 
make reliable products in the presence of the unreliability of 
components, SoC architects start pondering reliability from 
the perspective of multiple disciplines, e.g., fabrication, 
circuit design, logic design, and software.  
 

IV. Modern System Design Trends  
 
In response to the emerging issues behind the design of SoCs 
discussed in Section III, several new design strategies 
(discussed below) have arisen as the most prominent and 
promising solutions: these characterize the new paradigm of 
modern SoC systems. 
 

1. Power Efficiency 
 
As mentioned earlier, power dissipation is one of the primary 
design considerations. In particular, transistor power 
dissipation is not falling at the same rate as the gate density 
is increasing. Rather than relying on processor technology, 
modern designs start addressing the problem at the circuit 
level and the architecture level.  
 
For example, some power management techniques are 
proposed to take advantage of idle cycles  [14] [23]. One can 
reduce system-level power dissipation by shutting off parts 
of the system that are not used and turning those parts back 
on when requests have to be serviced (or reduce and increase 
the voltage and frequency). In the past, heuristics were often 
used to predict workloads and turn modules on and off. For 
better efficiency, modern designs further utilize the 
knowledge from the applications. 
 
Another important technique to reduce power consumption is 
to reduce power consumption of clock distribution. 
Synchronous designs are widely used, easy to implement, 
and well supported by logic synthesis tools. However, there 
are many drawbacks in global synchronization, especially, 
power consumption for clock distribution. In recent years, 
mesochronous designs have been proposed to overcome 
these drawbacks  [62] [78]. Mesochronous designs use a 
single clock frequency, but different blocks may be at 
different phases, i.e., the clock edges may not align. 
Although there is a latency penalty for transferring data 
between blocks, this kind of designs have an advantage of 
the low power consumption of the global clock distribution. 
Thus, it has a potential to become more popular for complex 
system designs  [20]. 
 
Additionally, with power density and cooling costs rising 
exponentially, temperature-aware design has become a 
necessity. First, chip reliability and performance are 
increasingly impacted by the operating temperature. It is 

shown in  [91] that temperature variations and hotspots 
account for over 50% of electronic failures. Thermal 
variations can also lead to significant timing uncertainty, 
prompting wider timing margins, and poorer performance. 
Hence, how to design and place the “hot” and “cool” 
components together becomes another important aspect in 
the architecture design  [15]. Second, the traditional cooling 
system design, which is based on worst-case analysis, will 
over-provision the real requirement and thus will not be 
economical. Modern designs start incorporating techniques 
that control or reduce heat dissipation, in particular, runtime 
techniques that can regulate operating temperature when the 
package's capacity is exceeded  [24] [77]. Note that the 
emerging 3D stacking technology introduces more freedom 
and also places more constraints on future designs1.  
 

2. Multi-Processor SoCs 
 
Programmable cores are widely used in modern design. To 
further increase performance without substantially increasing 
power consumption parallel processing can be used at the 
instruction level (e.g., VLIW  [27]) and at the data level (e.g., 
SIMD  [65]). Furthermore, multi-processor SoCs (MPSoCs) 
start becoming popular  [26] [37] [49] [61] [79] [80] [92]. As 
multi-processing is a very power-efficient way to increase 
processing capabilities  [13], we expect there will be more 
and more processing units in the future. 
 
Multiple processors on the same chip do not have to be the 
same. A very powerful means to accelerate multimedia 
processing is to adapt programmable processors to specific 
algorithms via specialized instructions for frequently-
occurring and high-complexity operations. A design can 
integrate multiple programmable cores, which (1) are 
individually optimized to a particular characteristic of 
different application fields in order to deliver high 
performance, and (2) complement each other with flexibility 
at reduced system cost. These designs are often referred to as 
heterogeneous MPSoCs  [42] [61] [79] [80] [92].  
 
Because multi-core processors become more prevalent in 
vendors’ solutions, application developers must change the 

                                                 
1 It becomes increasingly difficult to build ultra-fine process 
technology as the feature size of the transistor continues to 
shrink. Moreover, the 2D interconnects become a major 
performance bottleneck and a major source of power 
consumption. A promising alternative (in the future design) 
is 3D stacking technology  [2] [8] [10] [81]. On one hand, by 
growing in 3D, some of the bandwidth issues can be solved 
much easier because it can easily provides an order of 
magnitudes more bandwidth  [48]. On the other hand, power 
consumption or thermal issues could become more complex 
than ever  [9] [41] [69].  
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algorithms to explore the full potential of multi-core 
processors. There will be an essential need for parallel 
algorithms and programming, and even in the future for 
standards development. Without a properly parallelized 
program, future multi-core processors won’t deliver their 
best performance2. As in the feeling of déjà vu, we will begin 
to see existing parallel processing challenges in future 
designs  [45]. 
 

3. Reconfigurable Logic 
 
Designers have used field-programmable gate arrays (FPGA) 
in board-level designs for a long while. To create high-
performance, versatile platforms, some architectures start 
incorporating logic operations and interconnects that can be 
reconfigured during run time. Adding reconfigurable logic to 
the SoC provides flexibility for changing functionality after 
fabrication3. Compared to programmable processors, these 
architectures offer the potential to achieve higher 
performance and power-efficiency with greater flexibility 
 [84] [85]. To boost the impact of reconfigurable SoCs, some 
research work has been done to extract the parallelism from 
the applications/algorithms and map the parallelism into 
reconfigurable architecture efficiently  [30] [53].  
 

4. Design for Verification and for Testing 
 
Traditionally, 70% of time and energy in chip design cycles 
is spent on verification  [59]. Typically, when there is a small 
change in a component, we need to re-verify timing for the 
entire chip design. One way to avoid that is to create clear 
boundaries and routing channels between the components. In 
this case, changes in one block do not affect the timing of 
others. For example, mesochronous clocking is a way to 
separate different logic blocks from one another  [62] [78].  
 
As we integrate a billion transistors onto a single chip, it 
takes much more time to test the chip as a whole (verify all 

                                                 
2 An example of the difficulty of extracting parallelism from 
H.264 encoders is shown in  [22]. Conventional approaches 
often subdivide an image into regions known as slices.  
These slices are used to increase the parallelism. However, in 
H.264, when a frame is divided into 9 slices, the bit-rate at 
the same quality is about 10~15% higher. This is because 
slices break the dependence between macroblocks. When a 
macroblock in one slice cannot exploit another macroblock 
in another slice for compression, the compression efficiency 
decreases. 
3 In general, there are two styles reconfigurable computing. 
Fine-grained reconfigurable logic offers extremely flexibility 
at the cost of efficiency in area and power. Coarse-grained 
reconfigurable architectures, on the other hand, are capable 
of executing word- or subword-level operations (e.g. addition, 
multiplication, shift) instead of the bit-level operations. 

the state machines and logic blocks in a design). Furthermore, 
as we are likely to see increasing variability in the behavior 
of the transistors statically and dynamically, built-in self-
tests in each logic block become essential  [90].  
 
Additionally, if the IPs integrated onto a chip come from 
more than one source, IP providers and SoC integrators must 
work closely together to define effective test strategies. Each 
IP block must have a wrapper so that it can be isolated from 
other parts of the system while it is being tested  [40] [52] [60]. 
 

V. Future System Design Challenges 
 
In the future, the new generation of SoC architecture must 
meet more open and challenging design issues, as 
exemplified below: 

 
1. Scalable or Reusable Architecture 
 
As multimedia applications grow in complexity, we need 
more and more computational capability. For example, video 
coding standards have been evolved from MPEG-2 to H.264 
 [89] and the picture resolutions have been increased from 
DVD (720x480) to HDTV (1280x720 or 1920x1080). To 
ensure fast design turnaround time without completely re-
designing the whole system, a scalable architecture is highly 
desired.  
 
Just as we shifted our IC design paradigm from full custom 
design to standard cells, even to IP reuse, the next-generation 
system design paradigm shift should be the reuse of 
architecture. That is, to cope with the growing complexity of 
SoCs, IP reuse may not be enough. Reuse must happen at a 
much higher level than it used to, e.g., architecture reuse  [25]. 
However, creating a design that can be efficiently reused 
requires a great deal of effort. 
 

2. IP Integration 
 
Integration requires more than simply placing components 
spatially together on a single chip. A few issues, for example, 
are outlined below: 
• How to integrate analog IP safely; in particular, how to 

deal with noise from the analog domain to the digital 
domain or vice versa.  

• How to deal with black-box IP.  
• How to handle its I/O requests in a timely manner 

without over-provisioning resources for it.  
• How to migrate IPs from one process technology to the 

next one as quickly as possible. Is synthesizable soft IP 
better than customized hard IP even though customized 
hard IP may be more efficient?  
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• How to effectively test and verify the whole system 
when the IPs come from different sources.  

These are the challenges beyond simply placing components 
together. We need good strategies for the integration of 
hardware and software IP components  [87].  
 

3. Network-on-Chip 
 
The performance of next-generation SoCs will be limited by 
the ability to efficiently connect the functional blocks 
together, and to accommodate their communication 
requirements  [75]. As applications require more 
computational power in the next few years, it is clear that we 
need multiple processors, processing elements, and function 
units. Hence, communication becomes the critical path in the 
system.  
 
The need for synergy of processing elements and 
interconnect architectures becomes critical as we face tighter 
power budgets in the pursuit of performance targets. First, 
the delay and energy of communication wires do not scale 
down linearly as the transistor size shrinks in the future; the 
interconnect will consume a significant amount of chip 
energy. Second, because processor and interconnect 
architectures share a common power and thermal budget, 
optimizing the power consumption of each in isolation can 
have a significant impact on the other's power and 
performance  [76]. Furthermore, the unreliability of deep 
submicron on-chip wire communication stimulates more 
challenges. 
 
While many communication architectures make use of buses 
or crossbars, there are some recent proposals on network-on-
chip (NoC) architectures. One approach is to employ a 
packet-switched interconnect. The concept is similar to 
traditional large-scale wide-area networks, but in this case, 
on-chip router-based networks are used. Programmable cores 
access the network via packet-switched interfaces and have 
their packets forwarded to their destinations through a 
multiple-hop routing path  [7] [29] [31]. Nevertheless, the on-
die communication architectures cannot just mimic the off-
die communication. This is because the cost tradeoff of on-
chip communication is quite different from that of on-chip 
communication. We need different designs. For example, 
while compression of contents in  [54]  saved power 
consumption for off-die bus communication, compression 
may need more power for on-die and short-distance 
communication. Yet another example is shown in  [18]. 
Because of communication localities and the latencies, 
circuit-switched NoC is sometimes more attractive than the 
traditional packet-switched NoC. 
 
An architect must examine all these factors to determine the 
best one for the design.  
 

4. Embedded Memory 
 
As external memory bandwidth becomes a major bottleneck 
in the future, more on-die high-speed memory, such as cache 
or local buffer, will be deployed. Sometimes, embedded 
memory (SRAM, DRAM, flash, ROM) will be integrated 
onto the chip. The amount of memory integrated into an 
ASIC-type SoC design has increased from 20% in 1999 to 
70% in 2005  [51]. 
 
Challenges arise when trying to balance efficiency and power. 
SRAM provides high performance, while flash memory is 
the best solution in terms of power consumption. The amount 
and the placement of each kind of memory in the SoC will 
greatly affect access efficiency and power. 
 
Additionally, cache may introduce indeterminate delay, 
cache coherence, and memory consistency challenges. 
Therefore, the unpredictable latencies associated with caches 
must be carefully accounted for. An alternative solution is to 
use a software-control local buffer instead of cache  [43]. A 
famous commercial example of this is the Cell architecture 
developed by Sony, Toshiba, and IBM  [4]. A software-
control local buffer reduces the uncertainty when it comes to 
latency, but of its use makes the software more complex.  
 
Furthermore, because digital, mixed-signal, RF, and memory 
blocks are tightly integrated4, the power and substrate noise 
may cause sensitive blocks to suffer from functional failures 
 [3]. Because of the unique characteristics of the memory 
circuit and layout, the power and substrate noise may cause 
functional failures. Making embedded memories noise-
tolerant will be vital to a successful SoC design  [17]. 
 
3D stacking memory is an alternative exciting technology to 
increase bandwidth substantially. However, despite its 
promising advantages, the thermal issue of multiple dies 
stacking together is of serious concern  [9] [69].  
 

                                                 
4  Driven by high-performance and energy-efficiency, one 
ultimate goal of SoC is to integrate analog, mixed-signal, 
and/or RF onto a single chip. For example, efforts are 
underway to incorporate third-generation mobile, Bluetooth, 
and wireless LAN onto one chip so that we can enable 
mobile devices to connect to any network, anytime, 
anywhere. Intel researchers recently developed an all-CMOS 
direct conversion dual-band radio transceiver capable of 
supporting every current Wi-Fi standard (802.11a, b and g), 
as well as the projected requirements of 802.11n  [19]. 
Because CMOS is a well established technology, 
maintaining the underlying CMOS manufacturing 
technology for RF circuits can keep manufacturing costs low 
in high volume  [44]. 
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In short, a high-performance and low-power SoC architecture 
must balance the tradeoffs from various memory options. 

 
5. Reliability 
 
Reliability is likely to be a major focus of research as we 
approach the end of the decade. As future transistor sizes 
become smaller than 20nm, we are likely to see increasing 
variability in the behavior of the transistors  [11] [12]. Smaller 
feature sizes lead to more failures over time from 
electrostatic overstressing and electro-migration. While 
transistors might fail, the entire system cannot fault. We must 
explore mechanisms to compensate for this underlying 
variability in transistor behavior. To address these challenges, 
research is being carried out from fabrication to software. 
Some of the basic fault tolerance principals that we used in 
the era of mainframe computers can potentially be applied to 
today’s designs. For example, we can detect when a circuit 
fails and shift the work to another circuit through hardware-
/firmware-based self-management  [1]. Yet another possible 
solution is to use statistical computing techniques, which use 
probabilistic models to derive reliable results from unreliable 
components. Nonetheless, none of these techniques is a clear 
answer on how to efficiently address reliability issues. The 
bottom line is that there needs to be an architectural solution. 

 

VI. Summary 
 
Nowadays, with greater device integration, SoC designs can 
implement high-performance and inexpensive systems for 
many killer applications. However, system designs have also 
become more complex.  This paper surveyed the emerging 
issues, modern design trends, and future system design 
challenges for SoC research and design. It goes without 
saying that more research efforts are still required to create 
innovative solutions. The SoC architecture must consider 
overall system performance, flexibility, and scalability, 
power/thermal management, system partition (among digital, 
analog, on-chip, or off-chip), architecture partition (between 
hardware and software), algorithm developments for 
emerging applications, and so on. Moreover, the coverage in 
this article is far from comprehensive. Some important topics, 
such as the integration of electro-optical devices, and the 
integration of nanoscale physical, chemical, or biological 
sensors, are regretfully omitted. Fortunately, there is much 
discussion on many of these subjects in the literature—the 
remaining portions of this special issue are a good place to 
start. 
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