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Consequentialism and Supererogation

I. Introduction

Consequentialists argue that an act’s consequences alone determine whether it is permissible.  It is only if an act produces the best possible results, as viewed from an impersonal perspective, that it is permitted; anything less than optimal is forbidden.  No special weight is granted to an agent’s personal projects out of proportion to the impersonal perspective.  Thus, a person who seeks to act morally is required to behave in such a way so as to promote the maximal overall good, regardless of the personal costs of doing so.  Many find this aspect of consequentialism counterintuitive.  Common sense morality argues that there are limits to the demands of morality.  An agent may be permitted to perform the act which produces the best consequences (so long as he does not violate moral constraints against harming or deceiving others in doing so
), but he is not required to do so.  Of course, common sense morality admits of some requirements, and these may, at times, be very demanding.  We may even be required to give our lives in order to avoid violating certain moral constraints.  Nevertheless, common sense morality also admits of a class of actions which being morally good, are not, strictly speaking, morally right, because of the fact that they are not required.  These acts are commonly known as supererogatory.

Because of the fact that consequentialism identifies what is morally required of an agent with what promotes maximally good consequences, the existence of a conceptual class of supererogatory acts is problematic for consequentialists.  To admit of this conceptual category, they would have to claim that there is some way for an agent to promote consequences which are better than maximally good.  Thus, consequentialists can find no logical space for such a category within their theory.  

Some consequentialists deny the need for such a category.  There are two ways that they do this.  They either accept the fact that consequentialism is indeed extremely demanding, at the same time arguing that these demands are unavoidable, or they deny the demandingness of consequentialism and with it the need to make room for the concept of supererogation.  Other consequentialists accept the need to make room for something like supererogation.  They do not try to represent the concept exactly, but instead replace it with the notion of ‘doing one’s bit’.  This second response to supererogation can come in three variations.  The first supports a rule consequentialist criterion of rightness as a more reasonable alternative to act consequentialism.  The second argues for a separation of the consequentialist criterion of rightness from its demands on an agent through a ‘collective’ conception of beneficence.  The third claims that a lower level of moral justification can be found within the consequentialist criterion of rightness itself.  

This essay explores the distinction between these two consequentialist positions, one which accepts that agents are always required to take responsibility for bringing about the best consequences, the other which argues that (at least in certain circumstances) an agent may be justified in merely ‘doing his bit’.  I will argue firstly that those consequentialists who deny the need to make room for supererogation either underestimate the demandingness of their theory or simply underestimate the impact of modern charity organisations to lessen poverty.  Secondly, I will consider the attempt to lessen these demands by distinguishing between the use of consequentialism as a criterion of rightness and as a decision-making procedure.  I will then move on to the three consequentialist attempts to replace supererogation with the basic concept of ‘doing one’s bit’.  I hope to show that while each of these attempts offers its own unique appeal, none is capable of offering an acceptable explanation of our intuitions regarding supererogation.  Lastly, I will offer a few suggestions in support of a contractualist explanation for the existence of supererogatory acts.

II. The Personal and Impersonal Perspectives

Before we begin, I want to make clear the following idea.  We have said that consequentialism requires a person to promote the best consequences as viewed from the impersonal perspective.  In fact, consequentialists claim that while reasons for action may arise both from an act’s impersonal value and from its personal value, only those which arise from its impersonal value are moral reasons.  But what does it mean for an act to have impersonal value, and why should impersonal value matter more to the consequentialist than personal value?  The idea is fairly obvious.  That an act has impersonal value means that it has value apart from any personal concerns –value which a person can recognise even if he is stripped of personal interests, projects and relationships –because of the fact that it contributes to the good of the world in general.  Thus, it seems possible to distinguish between the value an object or activity acquires because of its relation to an agent’s own interests and the value it acquires in relation to the interests of humanity in general.  We can call the first type of value ‘personal’ and the second ‘impersonal’.
   To provide an example, a person might value water skiing because it is relaxing or good for his body, and in this way water skiing would have personal value.  On the other hand, he might value water skiing because he knows that it is a good way to earn money for charity (perhaps through sponsored competition) or even because he knows that a great number of people get pleasure out of seeing him perform.  These types of considerations, which take into account an act’s instrumental role in bringing happiness or better life conditions to others, refer to an act’s impersonal value. 

The consequentialist motivation for taking the impersonal perspective as the sole basis of moral requirements comes from the idea that all individuals are equally important and thus equally deserving of leading valuable lives (what each individual understands this to mean is a separate question).  Thus, what justifies our action on a moral level is that which contributes to the wellbeing of everyone, and not that which merely helps one person or a particular group of people to lead valuable lives.  Henry Sidgwick puts this nicely when he writes,

“I obtain the self-evident principle that the good of any one individual is of no more importance, from the point of view (if I may say so) of the Universe, than the good of any other…and it is evident to me that as a rational being I am bound to aim at good generally –so far as it is attainable by my efforts –not merely at a particular part of it”.
    


Sidgwick’s argument is both attractive and controversial.  The idea that we should ever be able to take such a “God’s eye view” has itself been called into question by Bernard Williams, who seeks to show that whatever moral reasons exist must ultimately stem from personal concerns.
  My own argument is not nearly so ambitious.  All I hope to show is that even if the impersonal value of an act does up to a certain point determine what it is right (and morally requisite) for a person to do, there is (for many acts) a level beyond that point at which the impersonal value of the act no longer functions as an appropriate indicator of what it is right for a person to do.  Even though it still indicates the best act, it does not make that act obligatory.

III. Some Examples of Supererogatory Action

Because there is such a diversity of instances which we might label as supererogatory, often depending upon culturally or socially recognised standards for what is morally requisite, I will begin by mentioning a few examples.  

1.  The Charity Case

Perhaps the most familiar example of supererogatory action involves giving money to charity.  This is also a very slippery example, for beliefs about what counts as merely doing one’s duty and what is seen as above and beyond the call of duty vary widely from one society to the next, often even from one person to the next.  It may seem reasonable enough to expect a person falling into a upper or middle class income bracket to give a small percentage of his salary, say ten to twenty percent, to charity organisations.  Others will hold that even those people falling below the middle class income level should be obliged to contribute monetarily (or otherwise), so that, for example, everyone beyond a certain minimal income is required to give a percentage of his salary to charity, this percentage increasing with a person’s level of income.  Yet inexact and uncertain as our beliefs are at this stage, few will see it as morally requisite that a person give up everything and live at a level where only his basic needs for food, clothing and shelter are met in order to give as much as possible to charity.  Of course, we will admit that the person who does give a larger percentage of his income to charity has done something morally better than the person who gives a smaller percentage of his income to charity.  Yet we do not consider it appropriate to require a person to do as much.  

Indeed, while we will generally recognise some minimal donation as morally obligatory for those who live in an upper income bracket, it does not seem to take much for a person to go beyond this level.  An extra five or ten pound donation to charity is enough to fall into the supererogatory range, even though this will not usually mean a very great sacrifice to the middle class donor.

2. The Bomb Case

A second and very different example of supererogatory action can be seen in the following situation.  Suppose a group of people in an enclosed space come across a bomb.  It is set to explode in a matter of minutes and will kill everyone if left untouched.  It takes only one person to lay upon the bomb, smother the blast and save the rest, but in doing so this person will surely die.  It seems obvious that this act is supererogatory.  At least in most cases, we do not expect a person to give his life to save others.  Even when it is clear that if someone does not make the sacrifice, all will die, we would still consider the person who offers himself to have gone above and beyond what was required of him, not simply to have done his moral duty.  

How, if at all, does this action differ from the last in structure?  Let us consider the example more closely.  Because there are still a set amount of minutes remaining before the bomb explodes, some sort of lottery could be performed, perhaps straws could be drawn, so as to decide who is to be the unlucky agent.  This possibility allows us to draw an important parallel between this example and the last.  Just as each agent in the Charity Case might be said to ‘do his bit’ by contributing a given percentage of his income to charity, so a person in this example can be said to ‘do his bit’ by participating in the lottery.  This being true, it may seem possible to argue that the person who draws the short straw is indeed merely doing his duty by sacrificing himself.  It would have been unjust of him not to participate in the lottery, but with participation one must also accept the rules of the game.  If luck chooses against him, this is something he must respect.  

Yet surely it is not as simple as this.  In such urgent situations there are likely to be a number of variables involved which introduce the possibility of bias and conspiracy.  Moreover, as imperfectly rational creatures, we are generally highly averse to risk.  With each added consideration, the lottery seems more unjust and the person who offers his life more of a martyr than someone merely fulfilling his moral duty.  Yet even leaving these considerations aside, we can still consider at least one act as supererogatory in this situation.  Surely the man who offers his life despite the fact that his straw is long is going above and beyond what is required of him.  It seems clear that any moral theory which does not recognise this is underestimating the sacrifice involved in such an act.  

3.  The Grenade Case

Now let us alter our last example slightly to offer a third instance of supererogation.  Suppose that it is not a bomb, but a grenade, which has been found, so that there is now no time to draw straws to see who will offer his life.
  If anyone is to save the rest, he must do it now or never.  This example is significantly different from the last two in the following way.  Because of the lack of time involved, there is no way of splitting up the responsibilities and requiring each person to ‘do his bit’ as we could in the last two examples.  If we wanted to hold every agent responsible for doing his bit, we would be forced to claim that doing one’s bit in this situation means offering one’s life.  Yet it seems clear that, as in the last example, the person who offers his life to save the rest in this situation is not merely performing his moral duty. To take full account of our beliefs about supererogation, a moral theory must be capable of making room for this situation as well as the other two.

We will come back to these examples in later sections.  For now, let us begin by looking at the position of those consequentialists who deny the need for a conceptual class of supererogatory acts.

IV. Singer’s Position


It is certainly not difficult to see that the most basic needs of third world populations are not being met to the extent to which they could be if each of us contributed even the slightest bit more.  In fact, it would seem that the majority of people living in Western Europe and North America could go on living perfectly comfortable lives even after giving away a half of their monthly salaries to charity.  Imagine, then, what they could do if they were willing to sacrifice more than this and to pay other costs, say, by donating time and energy to the effort to save victims of natural disasters or to feed refugees. Of course, there is the possibility that the money that is donated in the best of intentions will end up in the pockets of corrupt dictators, or that the food that the money buys will end up rotting in some abandoned warehouse.  But certainly this is not a reason to stop giving to charities, but rather a reason to spend more time, energy and money organising more efficient charities and petitioning the government to get involved. Why then, the consequentialist might ask, shouldn’t this kind of sacrifice be morally required of us?  Indeed, why shouldn’t we be morally obligated to give all that we can to help third world populations, refugees and victims of natural disasters to have at least their basic needs met?


This is the attitude Peter Singer takes in his article ‘Famine, Affluence, and Morality’.  More precisely, he suggests that “if it is in our power to prevent something bad from happening, without thereby sacrificing anything of comparable moral importance, we ought, morally, to do it”.
  Singer then goes on to use this principle to support the transfer of wealth between richer and poorer countries to the point at which economic equality is reached.  Whether or not such a project is feasible, Singer’s principle, that we are required to prevent bad from occurring by whatever means which are morally acceptable, would certainly result in imposing significant costs on the interests and projects of those currently in a position of economic ease.  We would not be able to spend money on trips to the movies, family vacations, new clothes or household appliances, education, cultural activities, or practically anything upper and middle class Europeans and Americans do spend their money on, apart from basic living expenses.  According to Singer, this money could all be better used to save or greatly improve the lives of strangers, as they need it much more than we do.  This then is what morality demands of us.  There are consequences which need to be brought about and each and every individual (given that he is suitably placed) has a duty to do as much as possible to bring about all of these consequences.   



Singer fully recognises that his principle is sure to have extremely demanding implications in the world we live in and that it would do away with the notion of supererogation.  He writes, “The traditional distinction between duty and charity cannot be drawn, or at least, not in the place we normally draw it”.
  Generally, the person who gives to charity is praised for having done over and above what is morally required of him.  His effort to help others besides his near and dear is commonly recognised as unnecessarily sacrificial, rather than as simple compliance with his moral duty.  Oppositely, the person who does not give to charity, but instead spends the money in pursuit of his own goals is seen as perfectly within his moral rights; he does not deserve any special praise, but nor does he deserve condemnation for having failed to do enough.  Singer suggests that considering the amount of suffering in the world, the person who places his own personal interests before impersonal morality does indeed deserve condemnation.  After all, his family’s vacation costs another family their lives; his designer suit costs them a month’s worth of meals.  Likewise, it is not right, Singer argues, that the person who does allow his interests to be sacrificed to the demands of impersonal morality should be praised for having done more than what was required of him.  If he foregoes his vacation or his suit, he merely does what is necessary to save the lives of people in much more urgent need of his money than he.  No special praise should be granted for what is morally required.   

V. Is Singer’s Position Acceptable?

Singer is certainly right to remind us that we are not doing enough to help the third world.  In our everyday decisions, we tend to greatly underestimate the extent to which our time, energy and money could improve and save lives.  Surely he is also right to call to our attention the extent to which technological advances have made large-scale charity work possible.  We often excuse our failures to contribute our money and time on the basis of popular, but untrue beliefs about the inefficiency of charity organisations, the need for governmental, rather than private effort, and the corruption of third world governments.  Such excuses only succeed in giving us more reason to direct our efforts towards creating more efficient and governmentally supported charity organisations.  Lastly, I think Singer does well to claim that man is greatly influenced by the behaviour and expectations of those around him.
  The more socially acceptable and appreciable it is to learn about and give to charities, to volunteer one’s time to spend with the poor, and to support government policies and organisations which favour charitable donations over unnecessary internal spending, the more likely people will be to participate in these activities.  

Nevertheless, I do not believe that Singer fully appreciates how demanding his principle would be.  Singer’s principle recognises only one act as morally permissible, that which promotes the maximal aggregate good.  If a person desires to act morally, this is what is required of him.  This fact is counterintuitive in two ways.  Firstly, it simply does not seem right to say that just because an act promotes the best consequences it is required, regardless of the personal costs involved.  Secondly, by limiting a person’s moral options to this single act, consequentialism fails to distinguish between the behaviour of the person who does give a great deal (though not all) to helping others in need and that of the person who gives nothing at all.  Anyone who does not give everything and direct all his attention and energy to the needs of the greater good is acting immorally.

There are several economic factors which should be mentioned in order to make clear the weight of the consequentialist requirement to promote the good.  I will borrow from Brad Hooker and Amartya Sen to list four.  Firstly, relatively small amounts of money can save a great number of lives.  To give us an indication of the amount involved, Hooker writes, “A person in one of the poorest countries can keep from starving on less than $250 per year, as long as the country’s poverty inhibits demand and inflation”.
  With these types of figures it is unlikely that the losses to a single middle class westerner will outweigh the benefits to the third world, even if he gives to such a point that he is himself forced to live in extreme poverty.  Secondly, “money and other material goods usually have diminishing marginal utility”.
  A dollar is likely to be worth much more to the person who has barely enough to feed himself than to the person who (donating it) already has all of his basic needs met.  A third consideration involves the fact that both the price of basic resources (food, clothing, shelter) and the cost of labour in developing countries is often much lower than in so-called first world countries.  In this case, it may not take much money to provide a population with basic education and health care, which (as Sen points out) are both important sources of freedom and opportunity and also important means to others freedoms.
  Lastly, there will always be those who do not contribute anything to charity.  If everyone were to contribute, the demands placed on the rest of us by Singer’s principle would be much lighter, but a requirement to promote the good which demands more of us as the compliance of others decreases is sure to be overwhelmingly heavy.
  

There are, of course, qualifications which must be placed on these demands to ensure their long-term efficiency.  A person should not be required to live in such poverty that because of his impoverished appearance, he loses a well paying job which would, in the long run, give more to charity than anything else he could do.
  Likewise, he should not give to the point of mental or physical exhaustion, if it is important that his contributions, whether of money or time, remain consistent.  But even with these and like considerations kept in mind, it is still clear that a requirement to promote the good would involve great sacrifice of important personal projects and relationships.

Perhaps it is possible for the readers of this paper to consider buying a cheaper car or a bicycle in order to be able to give to charity, or to choose a smaller, lower middle-class flat over a more luxurious upper middle-class house.  We often congratulate ourselves for such sacrifices, whether or not we consider ourselves morally required to make them.  But most of us would not consider ourselves morally required to move into a run down shack on the side of the motorway or to give up altogether new clothes, trips to the movies, eating out, sporting activities and other hobbies in order to contribute as much as possible to charity.  Yet taking into consideration the economic factors mentioned above, these kind of sacrifices do seem to be inevitable consequences of the consequentialist requirement to promote the maximal good.

The demands of consequentialism begin to appear even more unreasonable when we consider how difficult such choices would be for the person who grew up in a lower class neighbourhood with no money to spend on his education or hobbies, let alone new clothes, and who dreamt of the day that he would escape from poverty and offer his family and children what he could not have.  We mentioned earlier how a person’s ability to donate his time and money to charity work will be largely shaped by the behaviour and expectations of those around him.  This fact, despite Singer’s intentions in pointing it out, only helps to reinforce how difficult it will be for people to sacrifice their interests, projects and relationships –themselves shaped by a competitive, capitalist culture –in a society which does not recognise or appreciate the importance of charity organisations or foreign aid, and is unlikely to do so in the near future.  The commitments we have to particular projects and people arise out of the contingent circumstances in which we are born and raised.  We cannot simply ignore them or swap them for other, more impersonally acceptable commitments.  But in this case, it seems very odd that the impersonal outlook should form the sole basis of our moral code.

VI. Is Consequentialism Really So Demanding?


Perhaps we are wrong to claim that we will create a better world by abandoning our projects and relationships and focusing our attention on those further away from us.  Some consequentialists argue that while it is true that we are required to promote the good whatever the costs, doing so is not as alienating or costly as it may seem.  It may not mean giving up personal projects, but rather taking them more seriously as a means toward helping others, rather than simply as hobbies.


Famously, John Stuart Mill and Henry Sidgwick argue that a person best promotes the good not by ignoring his own interests, projects or relationships, and trying to help as many people as possible, but instead by devoting his efforts to improving the lives of his near and dear.  Mill writes, “The occasions on which any person (except one in a thousand) has it in his power to [multiply happiness] on an extended scale –in other words, to be a public benefactor –are but exceptional”.
  Certainly this argument has some force.  Because we cannot help but spend more time with those near to us, we are better acquainted with their individual needs and concerns than with those of people who live further away or with whom we are not involved in close relationships.  We are therefore often in a better position to meet their needs and further their interests.  In fact, we sometimes do more harm by trying to help strangers, than we would by simply ignoring them and ‘minding our own business’.  Secondly, our position as friends, relatives, neighbours or compatriots creates certain expectations, which if they are not met, will add to the amount of pain and sadness in the world.  Our relationship with those near us (even the sole fact that we are geographically near) places us in a position of responsibility, which if ignored may cause considerable suffering.  Also, because we too will experience more satisfaction in helping those we know than those we do not, we are likely to work harder and to achieve more if we are permitted to devote our attention to those near to us.


Nevertheless, with the technological advances that our society has seen in the last century, it seems that most people do have it in their power to end suffering on an extended scale, if only they were willing to face the sacrifices involved.
  It only takes a phone call with a credit card number to save a family from starvation.  Furthermore, it is not a massive amount of money which is needed to provide someone in the third world with a meal or basic medical supplies.  For the price of a movie ticket, a person can be fed for a week.  Why then shouldn’t we be obliged to give up going to the movies, let alone other more costly activities and relationships?  Surely the more we think about it, the more likely we are to find that each and every activity we perform, each and every penny we spend, could be better spent if directed towards an efficient charity organisation.  All of these considerations seem to reinforce the moral importance of the impersonal perspective and to force us to recognise the enormous sacrifices called for by this perspective as morally obligatory.

VII. Decision-Making Procedure vs. Criterion of Rightness

At this point, I must pause and make clear an important assumption on which our discussion has run.  The careful reader will have noticed that all of the objections I have made thus far against Singer’s position seem to take for granted that the consequentialist will use the requirement to promote the maximal good as a decision-making procedure, as well as a criterion for an act’s rightness.  Perhaps it is this, you might protest, which has made us so suspicious of consequentialism, causing us to misunderstand its requirements and judge them as overly demanding.  But if taking the consequentialist criterion of rightness as a decision-making procedure hinders our ability to promote maximal consequences, should we not simply reject it as an inadequate decision-making procedure?  Indeed, considering the ways our deliberation and decision-making processes typically function, such a requirement would seem all too psychologically unrealistic.  After all, if we are constantly made to consider whether we are doing the ‘right thing’ with our time and money, won’t we end up driving ourselves mad with the decision-making effort?  A person will not be able to brush his hair or take a shower in the morning without thinking that he could be doing something better.  He will not be able to give a present to his child without reminding himself that another child’s life could have been saved with the money used to buy the present.

There are in fact a number of reasons consequentialists might be inclined to deny that consequentialism should be used as a decision-making procedure.  One principle reason is that most of the time we have neither the information nor the intellectual prowess necessary to understand and appreciate the consequences of our actions.  Of course, by acquainting ourselves more with the needs of third world nations and the workings of charity organisations, we are likely to become more accurate in our estimate of what is needed of us.  But usually we will not have the time, nor the motivation to explore all the ins and outs of our choices.
  Another reason it may be implausible to think that consequentialism could be used as a guide to decision making is that as humans we are prone to making mistakes.  Even when we have the relevant information in front of our eyes, we often misjudge the probable consequences of our actions, especially when these involve a large number of people or people we do not know.  Brad Hooker points to the fact that “most of us are biased in such a way that we tend to underestimate the harm to others of acts that would benefit us”.
  Perhaps it could also be said that we tend to overestimate the benefit to others when an act involves a considerable sacrifice on our part.  

With these considerations in mind, Peter Railton argues that the mature or ‘sophisticated’ consequentialist will learn to remove the consequentialist criterion for rightness from his deliberation and decision-making processes.  He writes, 

“The sophisticated consequentialist need not be deceiving himself or acting in bad faith when he avoids consequentialist reasoning.  He can fully recognise that he is developing the dispositions he does because they are necessary for promoting the good.  Of course, he cannot be preoccupied with this fact all the while, but then no one can be preoccupied with anything without this interfering with normal or appropriate patterns of thought or action”.

Railton is happy to admit that the person who rejects all his interests and commitments in an effort to be moral is likely to produce less good than if he simply let himself be guided by those interests and affections.  Yet, he argues, this only goes to show that what consequentialism demands is not the abandonment of one’s projects and relationships, but a more conscientious devotion to them.  When this devotion means ignoring the consequentialist calculus and performing what is seen as a less than optimal act, doing so is permissible.  Just as the hedonist is likely to get more pleasure by forgetting his own concerns and allowing himself to care for the interests of others, so the consequentialist is likely to promote better consequences by ignoring the fact that this is what he is morally obligated to do.  It is for the sake of the greater overall good that an agent is permitted to act spontaneously, to follow his emotions and to pursue his interests, and most importantly to help those he truly cares about, rather than to see consequentialism as a guide to action.

Singer’s argument surely does not exclude the possibility that consequentialism is best taken solely as a criterion for an act’s rightness, and not as a decision-making procedure.  Given the variety of thought processes this distinction appears to allow for, it may very well seem that by taking it into account we will be able to alter our objections and to make Singer’s defence of consequentialism sound more plausible.  There are two questions we might therefore consider with respect to this distinction.  First of all, is the distinction acceptable, or does it create too much of a separation between the truth of consequentialism and its application?  Many have suggested that it is not an acceptable separation, that it is a basic component of any moral theory that it should offer it’s own criterion of rightness as a guide to decision-making.
  Though this response seems plausible to me, I will leave it to one side for now in order to focus on the question of whether this distinction can really lessen the demands of consequentialism to a reasonable level.  By showing that the correct response to this second question is negative, I will be able to claim that the traditional version of consequentialism (Singer’s version) is indeed unable to make room for anything like supererogation. 

I am willing to admit that the distinction between decision-making procedure and criterion of rightness does seem to make the requirements of consequentialism more psychologically realistic.  A person will need to be free to act spontaneously in certain situations and to follow commonly accepted rules of thumb when making tough decisions in order to stay physically healthy and mentally sane.
  Since it seems more likely that a person will produce optimal consequences being healthy than being sick, this fact works in favour of consequentialism.  Yet I still do not believe this distinction will make consequentialist requirements significantly less demanding in most situations.  The reason for this is that even if we do not always have to use the exact consequentialist calculus as a decision-making procedure, when using it as a criterion of rightness we will surely recognise the extreme sacrifices necessary to make our acts consequentially justifiable.  Indeed, it is important not to underestimate our ability to recognise the further reaching effects of our decisions and to act upon these considerations.  We are surely capable of recognising the insignificance of personal losses from an impersonal perspective, but at the same time, it seems almost inevitable that we will feel the weight of these losses out of proportion to this perspective.

Nevertheless, we might note that the distinction would make something of a difference if everyone took morality seriously and recognised his own responsibility to help others.  For in this case, even by helping only a small number of people, together we would be able to make a significant contribution to famine relief, medical research, education of the third world, and many other important charities.

VIII. Rule Consequentialism

Singer offers two reasons for the demandingness of his principle.  Firstly, he explains, “the principle…takes no account of proximity or distance”.
  Thus, an agent is just as obligated to help those living far away and who he will never meet as he is to help those who are suffering nearby.  While Singer admits that in the past it might have been more difficult to recognise and meet the needs of those farther away, he is confident that the advancements we have made technologically ensure that it is just as easy (and in many cases just as inexpensive) to meet the needs of far off populations as it is to meet the needs of our neighbours.  The second reason the principle purports to have extremely demanding implications is that it is unwilling to excuse an agent for failing to do more than his share of work, even when others are not doing their shares.
  In other words, the principle demands that people give all they can, even if the reason they are forced to do so much is that others are not doing their part, and even if full compliance to the principle would mean that everyone would be required to do much less.  Singer is, of course, willing to recognise that agents may be psychologically affected by knowledge of the compliance (or non-compliance) of fellow agents.  He admits that an individual may indeed feel less guilty about his failure to comply with morality if he sees that others are also failing to comply.
  Yet he denies that this truth about human psychology has any bearing on what we are required to do.

While most consequentialists would agree with Singer that an agent cannot be excused from helping others on the basis of physical proximity, some have disputed the idea that an agent should be required (rather than merely permitted) to do more than his share.  This debate is familiar to consequentialism and is most commonly referred to in relation to rule consequentialism.  Thus, rule consequentialists argue that an act’s value, as well as its permissibility, is determined not by whether it promotes maximal expected value, but instead by whether it falls under a given rule, the general internalisation of which would result in promoting the maximal aggregate good.  This distinct criterion of rightness is motivated by the idea that morality is a collective endeavour and consequently must take into consideration not only an act’s contribution to overall wellbeing, but also its demands on an agent.  Because calculations of an act’s value are based on what would be required under the general acceptance of a rule, moral demands are distributed more or less equally.  

The attraction of rule consequentialism is that by requiring an agent to do no more than his share in helping others, it grants him room to dedicate to personal projects and relationships, while at the same time recognising the importance of an impersonal moral commitment.  Of course, an agent is permitted to sacrifice personal projects and relationships in order to promote more good in the world.  But such acts are not morally requisite.  In this way, rule consequentialism makes room for something very similar to supererogation.  

The main qualm act consequentialists have with rule consequentialism is that it seems to base moral requirements upon hypothetical results, obliging agents to act in ways which are sure not to promote the greatest good.  Taken to indicate the value of an act, a rule which obliges an agent to do no more than ‘his part’ would, under only partial compliance with morality, identify as the right act that which does not bring about the best consequences, but rather that which would bring about the best consequences were there perfect compliance with it.   It says, for example, that it is perfectly sufficient for a person to give only a small percentage of his salary to charity, granted that if everyone gave likewise there would be an appreciable improvement to the state of the world.  The problem with this is that many people do not provide even that percentage.  If the people who do take moral requirements seriously are only required to give this much, their contribution will simply not be enough to bring about the desired consequences.  

To provide a second, more drastic example, suppose there is a group of four trained firemen trying to rescue a family of four from a burning house.  The fire is not yet out of control, yet three of the firemen decide to go home for they have had a busy day and want to rest and spend time with their families.  Since the fourth fireman, left standing alone, is perfectly capable of saving the family from the flames, it seems intuitively clear that this is what he should do.  Yet rule consequentialism seems to have other implications.  If all of the firemen had internalised and acted upon a rule requiring each to save only one person, the family would have been saved.  In this case, it seems that rule consequentialism permits the fourth fireman to save only one victim and to leave the rest to burn to death.  Such implications are not only counterintuitive, but suggest a perverse interpretation of beneficence.

Of course, rule consequentialists have a response to this objection.  They generally claim that such implications can be avoided by a rule requiring agents to “prevent disaster”.
  Yet this response only seems to bring us back to where we started, for certainly the famine and the lack of needed medical supplies in third world countries are instances of disaster, and in this case we must reply that such a requirement would seem to be just as unreasonably demanding as act consequentialism.  

Even so, rule consequentialists do appear to have a way out of this objection.  Brad Hooker, an influential advocate of rule consequentialism, claims that while we are required to prevent disaster, this requirement is not unlimited.
  The reason he gives for this is that rule consequentialists are concerned with requirements that can be not only complied with, but also internalised by a vast majority of rational agents.  An unlimited requirement to prevent disaster would not only be difficult to comply with, it would also be very costly to internalise, especially when we consider the costs involved in inculcating the rule in future generations.  Hooker writes, “Each new generation would need to be transformed from beings concerned mainly with immediate gratification, personal comfort, and self-assertion to impartial beings willing to make virtually endless sacrifices for others”.
  It seems that eventually the costs of such a process are likely to outweigh the benefits.  As an alternative, Hooker therefore proposes the following principle.  

“Over time agents should help those in greater need, especially the worst off, even if the personal sacrifices involved in helping them add up to a significant cost to the agents.  The cost to the agents is to be assessed aggregately, not iteratively”.
  

Hooker’s defence of an ‘aggregate’ assessment of costs allows an agent to recognise the weight of past costs as relevant to the amount he is required to offer in a given situation.  This is certainly important. We do not simply forget past sacrifices when a new situation arises.  Rather, we tend to accumulate them, balance them against ‘what might have happened’, and often see them as more painful than they were at the time.  It would be both insensitive and implausible for morality to attempt to force us to ignore our memories of past sacrifices.  

Nevertheless, Hooker’s revised principle of disaster prevention and his distinction between the compliance and internalisation of rules give rise to new problems of their own.  I will list only two.

First of all, it is unclear what the practical implications of Hooker’s revised rule would be.  In order for an agent to have any idea of what was required of him, it seems that he would have to have a rough knowledge not only of the amount of poverty in the world, but also an approximate understanding of human nature and the level of selfishness in the world.   If he underestimates the percentage of people starving in the world or overestimates the level of compliance with morality in the developed world, he may vastly miscalculate what is required of him.

Hooker himself seems to believe that if everyone gave only ten percent of his income to charity, we would be able to reach an optimal level of redistribution.
  Yet this suggestion seems rather implausible.  Ten percent of the money earned in the developing world may be enough to bring a large amount of people out of extreme poverty, but a world in which the majority live just above the poverty line, while developed nations continue to live in relative wealth –having donated only ten percent of their salaries –does not seem at all optimal.
   I believe Hooker is right to claim that an attempt to achieve perfect redistribution would involve costs outweighing the benefits.  Any system of redistribution must provide incentives for further economic progress, and since perfect redistribution would mean that people live at the same income level regardless of their actual participation in the job market, it seems more likely to discourage agents from working than to encourage them.
  Yet it is not so obvious that a general rule requiring everyone to give twenty or thirty per cent of his income to charity would have these discouraging effects.  Furthermore, as Tim Mulgan points out, in the ideal society upon which rule consequentialism’s requirements are based, the psychological factors influencing the costs of redistribution may be very different.  “Those who had internalised the ideal rules might not see the abandonment of cherished self-directed projects as a great cost, especially if they were replaced by other-directed projects.  The negative effects of redistribution would thus be less in the ideal society”.

This suggestion brings me to a second objection of Hooker’s argument.  Hooker’s intention in making a distinction between rules which are complied with and rules which are internalised is to lessen the demands of rule consequentialism.  Because of the amount of people involved and the importance of inculcating the rule in future generations, it succeeds in lessening these demands in a way that act consequentialism was unable to do through the distinction of criterion of rightness and decision-making procedure.  Nevertheless, by basing moral requirements on what would bring about optimal consequences if everyone internalised it, Hooker creates an ideal world much different from our own.  A world in which people have already internalised rules promoting the maximal good may be a world in which people are not nearly as selfish or even family/friend centred as most of us in this world are.  They might not find large donations of money or time to charity nearly so demanding, and furthermore they might not need to, as compliance with morality is likely to be much greater in such a world.
  It therefore seems reasonable to ask why we should be so concerned with their beliefs about morality as to let them shape our own moral code.  Should we not instead base our moral judgements upon our own psychological tendencies and empirical circumstances, taking into account our own personal reactions to morality’s demands?

In general, it appears that the more stipulations we place on a generic requirement to “prevent disaster”, the more arbitrary it becomes and the more inconsistent with the basic idea that agents are required to do what if everyone did it would promote the best consequences.  To try to skirt around this basic conception of moral rightness by adding qualifying clauses to the more intuitively dangerous rules only helps to detract from the theory’s initial appeal.

In fact, Hooker will have to add yet another qualification to the rule for those cases, what he calls “extreme cases”, in which one person is placed in a position where, sacrificing everything, he would save a great number of people.
  In such cases, Hooker suggests that the requirement to prevent disaster might indeed be ‘unlimited’, for to ignore the possible benefits of unlimited sacrifice is in certain situations consequentially unacceptable.  But then, it must be asked, where do we draw the line between ‘extreme’ and ‘normal’ cases?  Should we all be expected to internalise a rule requiring us to sacrifice ourselves to save one hundred others or even only ten?  The complications involved in pruning down the requirement to “prevent disaster” so as to reflect our moral intuitions only seem to make it less of a requirement and more of a conscientious, but ultimately unhelpful suggestion, unable to stand up to close scrutiny.

IX. The Non-compliance of Others


Our rejection of rule consequentialism reinforces the initial attraction of Singer’s position, motivating us to accept with him that, while consequentialism is indeed demanding, its demands are unavoidable.  But noting the intuitive importance of the conceptual class of supererogatory acts, let us return once more to the idea that the compliance of others might be in some way relevant to moral demands. 

It may not be necessary to go so far as to claim that the right act is that which ‘would promote the best consequences if there were optimal compliance with morality’ in order to respond to the over-demandingness of consequentialism.  Instead, some defenders of the act consequentialist criterion of rightness have found it plausible to separate the consequentialist judgement of the right act from its requirements upon an agent.  Let us see if we can develop this idea.

Perhaps it is possible for a person agree that the right act is indeed that which promotes the best consequences and at the same time to claim that an agent should not be required to perform this act if it is very demanding and if it is the non-compliance of other similarly placed agents which has made it so demanding.  In this spirit, Liam Murphy claims that “it is objectionable to expect agents to take up the slack caused by the non-compliance of others.  We should do our fair share, which can amount to a great sacrifice in certain circumstances; what cannot be required of us to do is other people’s shares as well as our own”.
  Murphy therefore purposes the ‘Compliance Condition’ as a responsible limitation upon consequentialist requirements:

“A principle of beneficence should not increase its demands on agents as expected compliance with the principle by other agents decreases”.

Murphy’s idea is significantly different from that of rule consequentialists.  He fully agrees with Singer that a moral principle should be unwilling to recognise hypothetical acts of compliance, how things would be if everyone internalised certain rules and complied with them, rather than how things are.  He therefore suggests that rather than take this rule as an indication of an act’s rightness, it should be taken to “fix a limit to how much can be demanded of agents”.
  In this way, he is able to agree with Singer that the best act is still that which brings about the most good, but to claim nonetheless that an agent should not always be required to act in accordance with this judgement.  The important question then is not whether consequentialism serves as an appropriate means of determining the value of an act, but instead whether the act it indicates can be justly demanded of an agent.  The answer that Murphy gives to this question is that consequentialism is indeed inappropriate to this extent.

How might we explain this asymmetry between the value of an act and the requirements of morality?  It cannot be objected that consequentialism is unfair in its demands on the agent.  While its demands may be heavy, they are not distributed unequally.  Each and every agent is required to do his utmost to bring about the maximal overall good, whatever that may entail, regardless of the compliance of others.  While non-complying agents may be blamed for their lack of consideration for other agents, granted the increased demands that others will be faced with as a result of their failure to comply, the principle itself shows no special bias.  As Murphy himself admits, “It is true that non-complying agents could be accused of acting unfairly, in that they know that complying agents will face greater demands because of their non-compliance.  But in increasing its demands as expected compliance decreases [act consequentialism] does not affect any one agent differently than another”.
  Nevertheless, there still seems to be something wrong in the idea that an agent is morally required to sacrifice a great deal in order to promote all the best consequences, even when the reason for this is that other agents have not even done their bit.   

According to Murphy, the asymmetry between morality’s assessment of an act’s rightness and its demands on an agent can be explained through an appeal to a co-operative conception of beneficence, what Murphy refers to as a “shared co-operative aim”.
  Under this conception, each agent “sees himself as working with others to promote the good”.
  Murphy contrasts this conception of beneficence with another co-operative conception of morality (often associated with contractualism) under which agents possess separate aims (perhaps in accordance with each agent’s individual interests and projects) but nonetheless work together in order to guarantee everyone’s mutual advantage.  Under the contractualist conception of morality, the compliance of others does not affect an agent’s commitment to his own particular aim.  Contrarily, under Murphy’s conception, it does, and it does so in a way that a natural disaster would not.  In effect, the more committed you are to promoting the good, the more committed I will be; if an unexpected flood or tornado makes this a more arduous project, this will not affect my commitment in the way that a failure on your part to do your share will.

The difference between the effects upon an agent’s commitment caused by a natural disaster and those caused by the non-compliance of others points to the important and unique angle of Murphy’s discussion.  Up until now, it might have seemed that what he was arguing against was the over-demandingness of consequentialism.  It now appears that his objection was instead directed more specifically against a moral requirement to make up for the irresponsibility of others.
  Murphy is willing to recognise that morality may be extremely demanding in cases where a natural disaster should occur, and that even if agents are not expected to do more than would be required under full compliance, a large-scale disaster might still call for great sacrifice.  But in this case, it does not seem that Murphy’s argument, by itself, will be able to explain the existence of supererogatory acts.  At least it will not be able to explain how acts of charity in response to large-scale natural disasters could often be permissibly ignored.


But Murphy’s argument faces an even more serious difficulty.  While proponents of rule consequentialism can defer to an overriding rule to “prevent disaster” in order to show that its requirements will vary between situations of partial and full compliance, Murphy’s ‘Compliance Condition’ offers no such escape.  As we have seen, it is built on the very idea that morality’s requirements should not depend on the compliance of others.  While the simplicity of this idea may at first seem to offer an attractive alternative to rule consequentialism, it does not seem to offer the right explanation when applied to individual situations.  Take for example the case mentioned earlier in which a fireman is left alone to save a family of four from a house fire.  It might have seemed unreasonable to require him to try to save all four members of the family, if the risk to his own life in doing so were considerably great.  But Murphy’s ‘Compliance Condition’ would appear to find the requirement unreasonable even if the risk were not great, simply because it involves ‘making up for’ the non-compliance of others.  Surely this is mistaken. 

Murphy himself recognises the strength of this objection when he offers the following story.  He asks us to imagine two agents on their way to the airport to catch a flight.  Driving there they pass a lake, where they see two children drowning.  Both agents are fully capable of rescuing both children at little physical cost to themselves, yet each has time to save only one child without missing his flight.  The problem is that one of the agents is unwilling to do his part by saving one of the children.
  According to Murphy’s principle, the remaining agent should not be morally required to save both children, as he is doing his part by rescuing one and should not be obliged to give up his flight simply because of the irresponsibility of the other agent.  Yet surely this is mistaken.  Any morality short of complete egoism would require this agent to save both children when the other fails to do his part.  The more relevant question seems to be whether it would do so even if saving the second child involved a serious risk to the agent’s own life. 

Recognising the counterintuitive implications of the ‘Compliance Condition’, the true consequentialist will argue that it is simply inconsistent for Murphy to be so attentive to the compliance of others that he refuses to do more than his bit, even when this means risking less than optimal consequences.  What he should be concerned with, first and foremost, is that his acts bring about the greatest good, not with whether the demands involved are made greater because of other non-complying agents.  Thus, Murphy’s position seems altogether too preoccupied with the behaviour of others to be morally acceptable.  Still, there seems to be another, more subtle position close at hand.  

X. Praise, Blame and the Demand for Justification

While we may not be able to explain the distinction between morality’s assessment of the right act and its demands on an agent by claiming that agents should never be required to make up for the non-compliance of others, it seems reasonable to suggest that blaming a person for doing ‘his bit’ may not be the most appropriate reaction to a situation, especially when the person beside him has done nothing at all.  Of course, in the example Murphy gives, it seems reasonable enough to blame the man for not saving both children, granted that it is relatively easy for him to do so, and it is unlikely that the loss he experiences in doing so would be comparatively greater than the benefit to the child.  But what if saving the children involved a great loss to the agent?  What if missing the flight meant missing the last opportunity for the agent to see his own children?  Or what if the agent had seen children drowning in the lake over and over again, every time he passed by, so that the sacrifice involved in rescuing these children could be added to countless similar sacrifices involved in rescuing other children?
  In such situations it seems much more appropriate for an agent who has already done his bit to ask that blame be directed not against himself, but instead against other agents who have done nothing at all. 

Indeed, because it is presumed that the sacrifice involved is not comparatively great, there only seem to be two options: save both children or do nothing at all.  To save one child but refuse to save the other seems illogical, perverted.  But in other cases, and most markedly in the case of giving to charity, there seem to be three options: give everything, give something, or give nothing at all (it is a separate matter how much counts as ‘doing one’s bit’).  It is clear that the person who gives everything and takes up a life like that of Mother Teresa is doing the best thing possible, considering the fact that her choice does more to improve the state of the world than any other.  But it does not seem right to say that the person who does something, who gives a considerable amount, though not everything, has acted completely immorally, at least not as much as the person who did nothing.  When we consider that she is one among many other similarly placed agents, all of whom are called upon to make responsible choices and to justify their actions, it seems reasonable to say that what she has done is good and even praiseworthy, even if it is not really enough.  Phillip Pettit writes, “[Recognizing] that I am not the only affluent member of the human race, I can see that short of doing the very best possible, there is a second ideal which I may aspire to meet: the ideal of doing the best that can be asked of me in a context where the demand is simultaneously addressed to those other agents”.
  

This idea must be distinguished from another, similar position.  One possible approach consequentialists might take in making a distinction between morality’s judgement of the best act and its demands on an agent rests in the idea that praise and blame are important not only as ways of recognising a person’s excellent or irresponsible behaviour, but also as ways of motivating an agent to act more responsibly.
  Thus, it seems likely that if agents do not receive praise for producing good consequences (even when these are not optimal), they will lose their motivation even to do this much.   Likewise, if agents are blamed for doing less than the optimal act, even when they have already done quite a lot to help others, they may feel that their efforts have all been in vain.  As Pettit writes, “[Consequentialism] has to have regard, not just to what it is best to do, but also to what it is best in relevant situations to denounce, to hold up for public condemnation”.
  The morality which blames a person with strong commitments to her family and job for giving only twenty percent of her salary to charity, rather than giving up everything and moving to Africa, risks the possibility of demoralising the agent, making her want to give even less than she currently does.  

Yet as Pettit himself admits, this approach to the distinction between morality’s assessment of the right act and its demands on an agent does not seem very promising.  It is indeed probable that by blaming an agent for failing to comply with the consequentialist calculus, we will only succeed in demoralising him.  Yet we cannot take this to mean that a secretive state of affairs, in which only a select few recognise the consequentialist criterion of rightness, is morally acceptable.  This so-called “Government House” consequentialism presupposes a fundamental human inability to react appropriately when faced with moral truths.
  Surely this assumption is mistaken.  It is one thing to say that the consequentialist decision-making procedure should be distinguished from the consequentialist criterion of rightness; it is another to claim the proper functioning of consequentialism necessitates almost universal ignorance of the criterion of rightness itself.  It may indeed be true that we do not promote optimal consequences by trying to do so, but in order for consequentialism to have any bearing on our lives whatsoever, we must have public access to its criterion of rightness.  Surely we see ourselves capable of this.  Thus, as Pettit explains, the true consequentialist will not see it as a primary matter of concern what other non-complying agents think of her behaviour.  If other non-consequentialists see the promotion of less than optimal consequences as praiseworthy, this should not affect the consequentialist’s ability to judge the true status of his acts by his own theory.

Let us therefore reject the idea that the motivating aspects of praise and blame might provide an adequate explanation for the distinction between morality’s judgement of the best act and its demands on an agent.  Pettit provides another, more interesting explanation, quite similar to Murphy’s, but also seemingly more true to consequentialism.  In line with the idea that morality should be seen as a co-operative endeavour, Pettit insists that we see those around us not simply as secondary factors conditioning what we are required to do, but rather as responsible agents, equally capable of recognising and meeting moral requirements, and therefore equally susceptible to reproach for failing to do their part. He writes, 

“If other agents are treated as persons who may be engaged by any demands that engage me… if they are treated as potential interlocutors… then I may see their failure to contribute to the good as being on par with mine and I may see myself as called upon in the demand for justification to show that I am doing at least my bit.  Whatever shortfall has to be made up, the onus falls on those others, not on me”.
  

Though an agent is still technically required to do all he can to promote the best consequences, the idea that each agent can be called upon to offer justification for his action in a context in which other similarly placed agents are also called upon to do so allows Pettit to claim that an agent can (in certain situations) be excused for doing no more than his part.  In certain contexts, it is clearly more appropriate to direct our blame against the person who has done nothing than against he who, recognising the agency of those around him, has limited himself to doing his part. 

Pettit’s position would seem to provide an important split from the traditional consequentialist idea, one which makes room for a class of supererogatory acts by making a division between what is required of a person and what is assessed, from an impersonal perspective, as the morally best act.  In effect, his argument creates a two level theory about what a person should do. The first level acknowledges the importance of the traditional consequentialist argument, the fact that the best act is always that which promotes the best consequences.  The second level, however, recognises that (at least in certain situations) a person can be forgiven for doing no more than his bit, given that others are equally subject to the demand for justification.  There are two questions we need to ask in response to Pettit’s idea.  Firstly, we want to know whether it is capable of making way for a conceptual class of supererogatory acts.  Secondly, we want to know whether this second level is consistent with act consequentialism, whether it is capable of remaining true to the idea that the right act is always that which promotes the best consequences.


The first problem Pettit’s position faces is that the idea that an agent is required to do no more than ‘his bit’ seems tenable only when what is to be done can be divided between a number of different (but similarly placed) agents.  The fact that agents within a certain income bracket do seem to have similar obligations placed on them when it comes to giving money to charity organisations is what makes the idea most attractive.  Nevertheless, the idea seems much less plausible in other situations.  Recall the case mentioned earlier in which a grenade is thrown into a room and it needs only one person to fall on it and to sacrifice himself in order to smother the blow.  The idea of beneficence as a co-operative aim does not seem suitable to this situation.  If everyone accepts the requirement and acts upon it, agents are likely frustrate each-others efforts and to create much more damage than necessary.  As we noted, the way to avoid this would be to arbitrarily designate one person to take the job, say by lottery, so that each person does ‘his bit’ by accepting the dictates of the lottery.  On the other hand, in most emergency situations of this type it is not feasible to draw a lottery, and even if one can somehow be drawn, it is another question who will be drawing the straws or tossing the coin.  The more complications involved, the more bias is likely to be felt.  We are generally fairly averse to risk, and stressful situations are likely to make us more so.  The fact is that we simply to do not see ourselves as required to make this type of sacrifice, even when it involves merely placing our names in a lottery.

Of course, the fact that we are wary of whether Pettit’s idea cannot handle these situations does not mean that it is not applicable in others.  The idea that we should not be required to do more than our bit, even though doing so would be morally best according to consequentialist calculations, has much more intuitive appeal in the case of giving money to charity, for example.  Let us accept that Pettit’s idea cannot handle all of our intuitions about supererogation.  Still, it seems capable of handling some important ones.  


Is Pettit’s idea more consistent with consequentialism than Murphy’s?  To some extent, yes.  Pettit does not claim that agents should never have to do more than their share, nor that the moral theory which would make them do so is intrinsically unacceptable.  He recognises that in many situations a person can be expected to do a great deal in order to promote the greater good, often much more than might be considered ‘his bit’.  He simply suggests that in certain cases involving other agents equally capable of recognising moral demands a person might be excused for doing at least his bit, especially when even this involves heavy demands.
  The question we are left with then is whether consequentialism is capable of granting such excuses in order to make way for a secondary level of justification.  I do not believe it is.

XI. Can a Person be Excused for Doing His Bit? 

Let us first consider the practical consequences of Pettit’s theory.  Suppose it is made publicly known that even though the right act for a person to perform, the act that he is required to perform, is that which promotes the best consequences, he may nonetheless be excused for doing less than this in cases in which there are other similarly placed agents involved.  How are we likely to react to this?  One positive result may be that agents will not try to pre-empt each other’s decisions as much as they would if this excuse were not available.
  We may be more able to respect each other as responsible moral agents, capable of recognising and meeting moral requirements, if we know that only so much is expected of us and that the blame will fall first on those who do nothing at all.  But my guess is that we will also lower our standards, expecting only the minimum of each other, while (as consequentialists) we should be satisfied with only the best.  

Let us assume for the sake of argument that optimal consequences are equivalent to the value of everyone giving ten per cent of his income.  (Of course this is only hypothetical and probably quite generous of me, as it does not seem likely that the optimal redistribution of wealth between rich and poor necessitates only a ten per cent aggregate donation.)  The central worry arising with Pettit’s theory is that if the figure of ’10 per cent’ were indeed made publicly known, then while some people might strive to give this much, only a few would try to give more and many others would not even give 10 per cent.  (Perhaps they would see this minimal figure as more of an ideal to aspire to than as a true moral requirement.)  The result would be that overall agents would give less than 10 per cent and optimal consequences would not be achieved.  In this way, public announcements would be incompatible with the higher consequentialist requirement.  This is a danger which Pettit must show that he is capable of avoiding, yet it is difficult to see how he will do so given the empirical evidence regarding past responses to publicised moral codes.
        

These practical considerations bring me now to a more fundamental objection to the idea that consequentialism should recognise two levels of justification, one pertaining to what it is truly right to do, the other to what agents can be minimally expected to do, given the existence of other similarly placed agents.   It may be important (to some extent) for agents to believe that consequentialism admits of a second level of justification, in so far as the theory may otherwise seem overly demanding and also in so far as this may help consequentialists to see others as responsible moral agents and to avoid the counterproductive results which come with this.  But the consequentialist theory cannot actually admit of a second level of justification and stay consistent to the idea that the right act is always that which promotes the maximal good.  It cannot at one time say that the right act, the required act, is that which promotes the best consequences and at the same time hold that an agent is justified in merely ‘doing his bit’.  Such a theory would be logically contradictory.  Thus, in order for Pettit’s idea to work, a separation must be made between what agents believe and practise and what is actually, theoretically true.  This is the very separation that Pettit himself opposes when considering “Government House” consequentialism.

Of course, Pettit does not arrive at this separation of theory and practice in the same way that “Government House” consequentialists do.  Proponents of this form of consequentialism (Sidgwick being prominent among them) see no problem at all in the idea that the consequentialist criterion of rightness should be made public.  In fact, they seem to take it to be just as psychologically necessary as the separation Railton makes between decision-making procedure and criterion of rightness.  Whatever is necessary to bring about the best actual consequences is what it is must be done, even if this means that the majority of the world should be kept in ignorance of the consequentialist criterion of rightness itself.  

Pettit, on the other hand, makes clear his belief that the consequentialist criterion of rightness must be capable of being made public.  He writes, “Suppose that I am won over to the consequentialist perspective.  Doesn’t that mean that I should want, above all, to satisfy the demands of neutral values and that it should be a matter only of secondary concern that I not fall so far short as to attract public condemnation?”
  For this very reason he suggests that any lower level moral justification cannot be defended on the basis of the utility of praise or blame, but must form part of the theory itself.  As we have seen, the problems arise for Pettit once this lower level of justification is made public and people begin to lower their expectations of each other as moral agents.  At this point, the only way of saving the theory seems to be by making it covert, as Sidgwick suggests, and by replacing it publicly with some other theory more likely to bring about optimal consequences when taken as a criterion of rightness.   Despite Pettit’s opposition, Sidgwick’s idea does seem to be the only way of making room for anything like supererogation within the consequentialist theory.

Is Pettit right to oppose Sidgwick? We have already answered ‘yes’ to this question, but let us nevertheless take a closer look at the motivation behind Sidgwick’s idea.  In fact, the idea that consequentialism should not be made public does seem to make some sense if it is actual, rather than expected consequences, which are used in the assessment of an act’s value.
  Take for example the following case.  A doctor can offer her patient one of two drugs for a mild headache, A or B.  If she offers him drug A, there is a ten per cent chance of curing him completely, but also a ninety per cent chance of killing him, as the drug may produce a fatal allergic reaction.  By offering him drug B, on the other hand, she is sure not to cure him, but may nonetheless offer him temporary relief.
  

Now suppose it is actual consequences that determine that value of the act.  If the doctor offers him drug A, and it cures him, then she has acted rightly.  If it kills him, she has acted wrongly.  But in this case, the moral status of the doctor’s act depends more upon what the drug does than on what the doctor herself does.  There is really no sense in praising or blaming the doctor for her choice, as she does not know what the actual consequences of drug A will be and so cannot know if it will turn out to be the better choice.  Of course, we could praise her for prescribing drug B, as this seems more likely to bring about better consequences than drug A.  But if we latter discover that drug A would indeed have cured the patient then we will have to say that we were wrong in praising her.  That is, unless praise and blame are themselves valued in terms of their utility.  It may not be completely senseless to praise the doctor for choosing drug B, if doing so encourages her to choose the less risky option in the future, and if choosing the less risky option in the future results in promoting optimal consequence.  The idea that consequentialism need not (and should not) be made public seems to follow from this.  If blaming someone for promoting less than optimal consequences in one situation is going to demoralise him and make him promote less than optimal consequences in future situations, then we should not blame him, but praise him.  According to this line of thought, even our practices of praise and blame themselves derive their value instrumentally, through the consequences they promote. 

But of course this is nothing like our normal understanding of these practices. It does not seem at all right to say that we should praise the doctor for prescribing drug B simply because doing so would encourage her to choose the less risky option in the future.  Rather, we should praise the doctor for choosing drug B because it is the safer and better option, given the doctor’s current knowledge.  Even if she should later find out that choosing drug A would indeed have cured her patient, we would still say that at the time it was correct for her to prescribe drug B.  It is just that in the future the correct choice will be different. The fact that a given act actually produces the best consequences (once it has been performed) is irrelevant if at the time of action, the agent perceives of a significant risk that the act may produce less than optimal consequences.  It is only by including expected risks in our evaluation of an act’s worth that we are able to hold an agent responsible for acting upon his beliefs.  

Indeed, if actual consequences were all that mattered, it would be difficult even to determine the utility of praise and blame.  By praising her for using drug B, we may encourage her to take the less risky option in the future, and this may end up promoting the best optimal consequences.  But of course, the risky option may also end up being the best option, and in this case, we will do better to blame her for choosing drug B.  


Does Sidgwick’s idea, that consequentialism need not be made public, hold up once we admit of the importance of expected, rather than actual consequences?  Surely the answer to this question is ‘no’.  Once expected consequences come into play, an agent becomes responsible for her knowledge of probable benefits and risks.  She needs some way of comparing alternative sets of behaviour according to this knowledge.  If she chooses risky behaviour, she must be capable of justifying her choice on the basis of a belief about what it is right or wrong to do.  At this point, in order for consequentialism to serve as a viable moral theory, it must provide some sort of guide to this belief.  We have already discussed and rejected the idea that consequentialism could ever serve as a viable decision-making procedure.  But in this case, all that is left is the consequentialist criterion of rightness.  Agents must be able to justify their choices according to their ability to promote maximal expected consequences.  If a non-consequentialist theory is made public, agents will no longer see it as their goal to promote optimal expected consequences, and they will no longer justify their choices on this basis.  Once it is admitted that expected consequences determine the value of an act, the only way for consequentialism to remain consistent is by making its criterion of rightness public.  But once we do this, any lower level of justification (such as ‘doing one’s bit’) becomes practically implausible.        

XII. A Contractualist Solution to Supererogation


While Pettit’s argument is too impractical to provide us with an explanation for the existence of supererogatory acts, it points us in the right direction.  In certain situations, the fact that there are other similarly placed agents involved does seem to give way to a third option of ‘doing one’s bit’ as an appreciable alternative to doing nothing or doing everything.  We are of course concerned with ending famine and suffering and with promoting the wellbeing of others; there is no denying the intuitive attraction of Singer’s position.  But Pettit’s argument emphasises the fact that there is something else we are concerned with as well, namely, the ability to justify our acts to others on reasonable grounds.  This is not to say that the presence of “similarly placed others” always provides reasonable grounds for merely doing one’s bit; we have seen that it does not.  But in some cases this type of consideration does indeed seem relevant, especially in those cases in which the personal costs of doing more than one’s bit are particularly high.  This is something which consequentialism, with its overriding concern for the maximisation of aggregate wellbeing, seems incapable of accounting for.  Thomas Scanlon puts it nicely when he writes, 

“[W]hen I feel convinced by Peter Singer’s article on famine, and find myself crushed by the recognition of what seems a clear moral requirement, there is something else [besides sympathy] at work.  In addition to the thought of how much good I could do for people in drought-stricken lands, I am overwhelmed by the further, seemingly distinct thought that it would be wrong for me to fail to aid them when I could do so at so little cost to myself”.

Is this concern merely a “reflection of our non-utilitarian moral upbringing”?
  I do not believe so, and while my principal concern in this essay has been to show that consequentialism is incapable of making room for supererogation, I will take this last section as an opportunity to provide support to contractualism as a better way of explaining the existence of supererogatory acts.  For lack of space, I will not offer an in depth defence of contractualism, but will instead explore the line of thinking a contractualist might take when reflecting upon the conceptual category of supererogation.  I will simply be trying to present this line of thinking as prima facie plausible.

Contractualism holds that an act is morally justified if it cannot be ‘reasonably rejected’ by others.  The idea is undeniably vague and therefore open to much criticism.  Three questions pop naturally to mind.  Firstly, what makes a rejection ‘reasonable’?  Secondly, who are these ‘others’ we are to justify our acts to?  Thirdly, if it is agreement we are looking for, why indeed should we be concerned with what others ‘cannot reasonably reject’, rather than with what they can accept?  Let us therefore look at each of these in turn.

The answer to the first question will not be easy to give, as what qualifies as reasonable to different societies and cultures, let alone to different people, is a question of constant dispute.  Noting this, we might be tempted to give up right away, rejecting contractualism on account of its obvious vagueness.  Yet I believe that this fact is not as threatening to contractualism as it may at first appear to be.  In discussing Pettit’s position, we have already made reference to the motivational appeal of justification to others on reasonable grounds, where these were defined in terms of the existence of other “similarly placed” agents.  Most will have already noted that this idea is itself considerably vague.  For instance, in the example involving the drowning children, we might ask, is it a matter of how close an agent is to the children, how good a swimmer he is, how courageous he is, or what he has to lose by saving the child which makes him ‘similarly placed’?  In fact, all of these factors may be relevant and may indeed appear more or less relevant retrospectively.  But this is inevitable, and it would be folly to try to skirt around it by making exact specifications about what counts as ‘reasonable’ to fit each situation we might come across and all the variables involved.  More naturally, we would expect that education and experience might serve as a guide to what it is ‘reasonable’ to expect of people in particular situations and not in others, allowing that this will undoubtedly vary with political, social and cultural practices.  Indeed, Scanlon is willing to accept that the motivational drive to justify oneself on grounds that others can not reasonably reject may itself be neither inborn nor in any other way “natural” to us.
  Instead, he writes, 

“Moral education seems to me plausibly understood as a process of cultivating this desire and shaping it, largely by learning what justifications others are in fact willing to accept, by finding which ones you yourself find acceptable as you confront them from a variety of perspectives, and by appraising your own and others’ acceptance or rejection of these justifications in the light of greater experience”.
 


Indeed, the fact that it may take a great deal of deliberation and debate to uncover what we (as people or as a society) deem ‘reasonable’ may not detract from the appeal of contractualism so much as it adds to it.  The fact that we are generally willing to spend our time and energy thinking about and discussing what counts as reasonable in different situations lends support to a contractualist perspective on morality.  Our desire to convince others of the reasonableness of our behaviour even at great lengths reflects our beliefs about what is at the basis of morality in a way that a supposed desire to promote maximal aggregate wellbeing cannot.


  Who are the ‘others’ we are concerned with in offering justification?  They are, presumably, beings to whom “the notion of justification…makes sense”.
  Again, what (or who) falls under this explanation is bound to be somewhat unclear, but there are some basic stipulations which it will be helpful to mention.  Let us look once more to the case of the drowning children for help.  We would expect that for a being to be held responsible for saving (or not saving) a drowning child, he would need to have some idea of what it is like for another person to be drowning, even if it is only a minimal recognition of the suffering involved and of the fact that suffering is bad.  Likewise, he would have to have some idea of what is at risk for himself in saving a child.  If a being could not assess in any way the consequences that saving a child from drowning might have on his own life, surely he would not be capable of being held responsible to justify his action to others.  But there is something even more essential to the notion of justification.  For someone to understand this concept, he must be capable not only of recognising whether a particular action will bring about good or bad consequences for another or for himself, he must also be capable of making comparisons between alternative sets of behaviour and their expected consequences.
  If a person cannot understand how one act or omission might be better or worse than another, then he cannot really be capable of making a choice between acts, and the person who cannot make choices cannot be considered responsible.  

This fact brings us to an important point in our defence of contractualism as an alternative to consequentialism.  While the consequentialist preoccupation with the promotion of wellbeing reflects one central concern of morality, it also neglects another, namely, our concern for a person’s agency.  We want not only that people lead pleasurable or satisfying lives, that they have their basic needs met and have access to opportunities through basic education and health care, but also that they make decisions about how to live based on certain expectations that they have made for themselves and also that others have made for them.  We see each other not only as beneficiaries of morality, but also as morally responsible agents, capable of making plans and forming relationships, and of assessing the risks and benefits of alternative sets of behaviour with reference to these plans and relationships.  

Some defenders of consequentialism have attempted to make room for concerns about responsible agency by altering their definition of wellbeing to include, for example, a “pluralistic conception of the good” which recognises that “human ends are irreducibly heterogeneous”.
  Similarly, Mulgan suggests that a proper account of wellbeing will have to make reference to both “needs and goals”.
  I do not have space to explore these suggestions, but it seems to me that they miss out on the important fact that consequentialism must be capable of making interpersonal comparisons.
  I will use the following example to illustrate my point. 

Suppose that an elderly grandparent is dying and could be made to live longer if placed on a respirator.  Being too weak to speak or to sign a release form, the decision is handed over to us.  Now, if we choose not to agree to the respirator, knowing that he would most likely not have agreed to the suggestion were he in good health, we might be said in some sense to be acting in favour of his wellbeing.  We are, in effect, respecting what he would have wanted, and if what a person would have wanted can be considered an aspect of his wellbeing, then we are indeed increasing his wellbeing.  In fact, the ancient Greeks seem to have had a similar conception of wellbeing, defined partly in terms of one’s reputation after death and what one’s friends and family do after one has deceased.  My aim is not to dispute the plausibility of such a conception, though it is certainly controversial.  The problem is that once heterogeneous conceptions of wellbeing are admitted into the consequentialist theory, it becomes very difficult to determine what constitutes optimal wellbeing for different people.  Should we consider the best possible state of affairs for a person that in which he lives longest and without suffering or that in which he has the most stringent control over his own lifestyle and the situations he faces?  Different people will take very different views about this, and to say that it is definitely one way or the other seems undoubtedly arbitrary.  As such interpersonal comparisons are necessary in order to assess the overall worth of any particular state of affairs, the addition of factors such as a ‘what a person would have wanted, were he conscious’ becomes particularly dangerous to consequentialism.  Contrarily, interpersonal comparisons of wellbeing are unproblematic for contractualism, because of the fact that it assesses an act’s rightness according to whether of not it can be ‘reasonably rejected’.

The third question that arose in response to the contractualist idea asked why we should be so concerned with whether an act might be ‘reasonably rejected’, rather than with whether it might be ‘reasonably accepted’ by others.  The answer to this question turns on the fact that it is not so much agreement that we are looking for as justification.  In the case we referred to earlier, in which a bomb is about to go off and it would take only one agent to smother the blast and to save the others, a type of agreement might be made based on a lottery.  Everyone who participates agrees (implicitly) to sacrifice himself if he draws the shorter straw.  But even if in certain instances groups of people are able to agree to and abide by such conditions, when we consider what is at stake, it does not seem right to say that the person or group of people who cannot abide by these conditions is doing something wrong.  If there were much less at stake, say, missing an appointment or facing some minor injury, then we would most likely take a different view, although even the probable loss of a limb or of psychological problems would seem to count as excuse enough for a failure to act.  But these considerations all point to the fact that it is not agreement we are concerned with so much as justification, and this will depend more upon what a person cannot reasonably reject than upon what they can accept.  Indeed, if a person is very altruistic, he may be able to accept a great deal of things, including the need to sacrifice his own life for the sake of everyone else.  But what he can reasonably reject of others may involve a much lower level of expectations.
  

Where do these considerations lead us with respect to an explanation of supererogatory acts?  From what we have said, the answer to this should be more or less obvious.  An act is supererogatory if it is good, but not strictly right, because of the fact that it is not required.  We saw that consequentialism could not make room for this category, because it identified what was morally required with what promoted maximally good consequences.  This led to two highly counterintuitive claims.  Firstly, we were made to accept that when an act can be seen to promote the best consequences, it is not only morally permissible, but also obligatory, despite the personal costs involved.  Secondly, we were made to accept that any act which does not promote the best consequences is immoral, even if it does a great deal to advance very good consequences.  But if the aim of morality is not to promote maximal wellbeing, but instead to be able to justify oneself to others on grounds that they could not reasonably reject, it is easy to see how acts which promote only ‘very good’ consequences (acts which constitute ‘doing one’s bit’) can be seen as perfectly morally acceptable.  As Pettit himself recognised, when there are heavy personal costs involved, it does not seem reasonable to blame the person who has indeed done his bit, when there are others who have done nothing at all.  

Yet by acknowledging the central importance of being able to justify oneself to others on grounds they cannot reasonably reject, we have not nullified the importance of wellbeing.  As we mentioned earlier in this section, we are concerned with two aspects of a person, his agency and his wellbeing.  Thus, if an act can be justified to others on grounds they cannot reasonably reject and if it contributes in a significant way to the wellbeing of others, it is easy to see why this act might be deemed morally better than an act which, though justifiable, does not promote as much wellbeing.  Thus, an act which does promote maximal consequences can be considered the best act –so long as it can also be justified to others on grounds they cannot reasonably reject –and at the same time be seen as merely permissible, and not obligatory. 

In this way, contractualism explains our intuitions about the existence of supererogatory acts in a way that consequentialism cannot.  In fact, even if Pettit’s two level interpretation of consequentialism could be made public, contractualism would still cover a much wider range of intuitions about supererogation than any two level consequentialist theory ever could.  This is because contractualism can also handle cases in which the idea of ‘doing one’s bit’ is unfeasible.  Take for example the case in which the grenade is thrown into a room and there is no time to conduct a lottery to decide who will smoother the blast.  Surely the person who sacrifices himself in this situation has done something supererogatory, but this is something which even Pettit’s form of consequentialism cannot admit.  There is no such thing as ‘doing one’s bit’ in this example, so that the only consequentialist justification available would be a lower-level justification, requiring an agent to sacrifice himself for the sake of the rest.  Contractualism, on the other hand, only requires a person to do what could be justified to others on grounds they could not reasonably reject.  Most will be willing to admit that in the case we are discussing, a person’s refusal to sacrifice himself for the sake of the rest cannot be reasonably rejected, considering what is at risk.  We might consider it unfortunate if no one does sacrifice himself in such a situation, but I think we would consider it equally unfortunate that a situation like that should occur at all and that someone should be held responsible for making that kind of decision.  The person who sacrifices himself has done something very noble, but he is not ‘responsible’ for offering his life to save the rest.

There is much more to be said to fine-tune the contractualist idea.  It is still very inexact what grounds should constitute reasonable rejection, and while I have attempted to make this vagueness seem more acceptable, there is still much to be said against it.  In fact, it might even turn out that contractualism justifies normative consequentialism, although the idea that such norms could not be reasonably rejected is highly controversial.  Yet I believe that the contractualist focus on justification to others still has much appeal, and the fact that contractualism seems much more capable of handling our intuitions about supererogation than consequentialism could adds to this.

Supererogation is indeed a very important moral category, both because it allows us to separate the good from the right, and because it fits well with our common practices of praise and blame.  It would indeed seem reasonable to reject any moral theory that could not make room for it.
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� Placing no special significance on acts of harming, lying, or breaking promises apart from their contribution to the overall good, consequentialists do not recognise even these constraints.  Nevertheless, for lack of space I will ignore the topic of constraints and focus my attention on permissions to act in ways which fail to bring about the maximal overall good.  For even within such constraints consequentialism purports to be overly demanding.  A rationale for such constraints would however be necessary for a more complete defence of supererogatory acts. 


� Nagel (1986) makes this distinction using the terms ‘agent-relative’ and ‘agent-neutral’ value, p152-256.


� Sidgwick (1962), p382, quoted in Williams (1985), p105.


� Williams (1985), ch.6, p93-119.


� Dancy (1993) discusses this case on p129-130.


� Singer (1972), p231.


� Singer (1972), p235.


� Singer (1972), p237.


� Hooker (2000), p149.


� Hooker (2000), p149.


� Sen (1999), p48-49.


� Hooker (2000), p149.


� Singer (1993), p223.


� Mill (1861), ch.2, para.19.  


� This point has been made by numerous authors, including Hooker (2000), p153 and Mulgan (2002), p32-33.  For a modern defence of Mill’s argument see Jackson (1991).  Bennett (1986), p148,  makes the point that even if it were true that we were only capable of helping a small quantity of people, this would hardly make the demands of consequentislism any more reasonable.


� For other examples illustrating this point see Brennan and Pettit (1986).


� Hooker (2000), p143.


� Hooker (2000), p143.


� Railton (1984), p241.


� See, for example, Wilcox (1987) or Smart and Williams (1973), p118-128.


� Brennan and Pettit (1986), p452, point out that a person who referred constantly to the consequentialist calculus would not even be able to brush his teeth without asking himself if he could be doing something more to promote the good.


� Singer (1972), p231.


� Singer (1972), p232.


� Singer (1972), p232.


� Hooker (2000) offers another interesting example to illustrate this point on p164.


� Hooker (2000), p165.


� Hooker (2000), p165.


� Hooker (2000), p166.


� Hooker (2000), p166. 


� Hooker (2000), p163.


� Mulgan (2001) makes a similar observation on p69.


� Mulgan (2001), makes this point on p70.


� Mulgan (2001), p73.


� Mulgan (2001), discusses this objection to rule consequentialism on p83-86.


� Hooker (2000), p169.


� Murphy (1993), p278.


� Murphy (1993), p278.


� Murphy (1993), p279-280.


� Murphy (1993), p283-284.


� Murphy (1993), p285.


� Murphy (1993), p286.


� Murphy (1993), p286-287, 289.


� Murphy (1993), p288-289.


� Murphy (1993), p291.


� Hooker (1999)discusses the importance of past sacrifices on p180-181.  Also see Hooker (2000), p166.


� Baron, Pettit and Slote (1997), p166.


� Sidgwick (1962), p428, writes, “From a utilitarian point of view…we must mean by calling a quality “deserving of praise” that it is expedient to praise it, with a view to its future production: accordingly, in distributing our praise of human qualities, on utilitarian principles, we have to consider primarily not the usefulness of the quality, but the usefulness of praise”.


� Baron et al (1997), p164.


� Williams (1985), p108.


� Baron et al (1977), p164.


� Baron et al (1997), p165.


� Baron et al (1997), p167.


� Baron et al (1997), p168.


� Here I assume that publicising will take place in the usual way, through parents, teachers, and the media, rather than through mass indoctrination or something of the sort.


� Baron et al (1997), p164.


� Interestingly enough this is also the distinction which motivates Railton (1984) to accept that the consequentialist criterion of rightness should not be used as a decision-making procedure.  He argues that the correct, objective “criterion of rightness of an act or course of action is whether it in fact would most promote the good”, p113.  Given the counterintuitive implications which come with the notion that actual consequences should be used to determine the value of an act, we might want to question the consistency of Railton’s argument (as well as its ability to reduce the demands of consequentialism).


� This is an adaptation of an example given by Jackson (1991), p467.  Jackson also uses the example to show that expected consequences should be used to determine the consequential value of an act.  His argument focuses on the fact that once expected consequences are taken into account, consequentialism can serve as a guide to decision-making without serving offering a specific decision making procedure.  His aim is to show that this will significantly lessen the demands on consequentialism.  My argument is different.  While I agree that consequentialism does not require a specific decision-making procedure, I hope to show that once expected consequences are taken into consideration, the consequentialist decision criterion of rightness must be made public in order for consequentialism to serve as any sort of guide to decision-making.  The problem is that once it is made public, it becomes clear that the criterion itself is unreasonably demanding.


� Scanlon (1998), p115.


� Scanlon (1998), p115.


� Scanlon (1998), p116.


� Scanlon (1998), p117.


� Scanlon (1998), p112.


� Scanlon (1998), p112-113.


� Scheffler (1982), p28-29.


� Mulgan (2001), p170.


� Sen (1995) explores difficulties in making interpersonal comparisons on p190-192 and p198-200.


� Scanlon (1998), p111.
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