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0. TP

When knowledge is being doubted one way to express this doubt is by a counterfactual. Typically this counterfactual quotes some elements of the actual case or a case considered as actual and dodges the connection between proposition believed and what makes that proposition true. For example, when Descartes states his dreaming skepticism case, he gives us instances where he has previously been lying in his bed fast asleep while dreaming that he is awake. What triggers the loss of knowledge in Descartes’ case is that if he were asleep, he would still believe that he is sitting by the fire, holding a paper in his hand etc. The fact that he cannot distinguish between his dream-state and awake-state entails that he doesn’t know in the awake-state, considered as actual, either. So, a description of counterfactual possibilities that can be used to doubt knowledge in a possibility considered as actual has to make the truth of p indistinguishable from the falsity of p. Any possibility that falls under this description will be called transparent. Here is a definition: 

For any possibility W and any proposition believed p, W is transparent iff, in W the truth of p is indistinguishable from the falsity of p.  

Note here that the notion ‘transparent possibility’ is intentionally ambiguous. It doesn’t tell us why exactly the counterexample is effective apart from being indistinguishable from actuality. There are various notions that are designed to denote more or less similar set of possibilities (for example, ‘doxically identical’, ‘perceptually equivalent’, ‘perceptual alternative’ etc.). All these notions carry different theoretical commitments and I am using ‘transparent’ simply to stay away from those commitments.  

0.1 Intro 

Epistemological contextualism is a view, which argues that the truth-value of the knowledge attribution of the form ‘S knows that p’ varies from one context to another. For example, ‘Antti knows that his shoes are black’ in an ordinary conversational-context comes out true, whereas for instance in context where a radical skeptical argument has been discussed and/or entertained it comes out false. Typically, though not invariably, this variation is explained by changes in presuppositions shared by the participants of the conversational context. Advancing an argument containing a skeptical hypothesis, such as Evil Demon or Dreaming, raises the standards of what counts as knowledge so high that hardly any proposition qualifies as an item of knowledge. In turn, when the skeptical hypothesis is at rest, constraints of knowledge are fairly low and the set of known propositions is relatively big. 

David Lewis is a contextualist who believes that differences between contexts can also address the Gettier-problem. The argument of this paper starts by introducing his view. I will discuss a criticism presented against him due to another contextualist, Stewart Cohen, who denies that contextualism can address the Gettier-problem. I believe that Contextualism can explain the lack of knowledge in Gettier-cases, but whether this explanation counts as a solution is a different matter. Let me sidetrack here a little and explain what type of a Gettier-case I’m interested in. A Gettier-examples (1963) were presented as counterexamples to the tripartite definition of knowledge. They showed that all three conditions can be met and yet it still seems very counterintuitive to say that S knows p. Here is a Gettier-example of the traditional type. I have good evidence for my belief that Patrick owns a Jaguar. I have seen him driving around in one; he has produced me a document to this effect etc. Hence, I am justified in believing: 

(a) Patrick owns a Jaguar

I also have another friend Julien; he holds a post-doctoral fellowship at Cambridge, which allows him to travel a lot. Given his tendency to travel around I am usually unaware of his whereabouts. However, I choose three places at random and construct the following three propositions.

(b) Either Patrick owns a Jaguar or Julien is in Bristol

(c) Either Patrick owns a Jaguar or Julien is in Cambridge

(d) Either Patrick owns a Jaguar or Julien is in Geneva

All these three propositions are entailed by (a) I realize this and come to accept them since I have inferred them from (a), a proposition that I have strong evidence for. However, it turns out that Patrick doesn’t own a Jaguar but he is in fact driving a rented a one. Also, it turns out that Julien is in fact in Geneva. Ergo, it seems that (d) is in fact justified, true and believed. Yet it is counterintuitive to call it knowledge. 

Gettier-examples of this type were quite quickly dismissed by due to Gilbert Harman (1973), who introduced an extra condition that he called principle P. Essentially his thought was that justification ought not to depend on false conclusions, intermediate or final. If one accepts this principle then one can argue that examples of the above kind leave knowledge intact because they include a false intermediate conclusion. Above, the false intermediate conclusion was of course (a). According to Harman’s principle my belief in (d) is not justified and hence I fail to know. 

Partly as a response to Harman’s principle and as a response to causal theory of knowledge another type of Gettier-examples were developed. In some ways these examples a simpler, yet they manage to show that tripartite definition plus Harman’s principle fail to be sufficient for knowledge. Carl Ginet’s Henry and the Façade Barns is one of these, Dretske’s painted mules can be constructed to this effect also. Here is one that Lewis uses (from Russell’s Human Knowledge Its Scope and Limits): There is clock at the Philosophy Department, which I often use to check the time. I look at a clock at 12.05 and form a belief that the time is 12.05. I have no reason to suspect that there is anything wrong with the clock or my environment otherwise. However, unbeknownst to me the clock stopped during the night at 12.05 and the pointers haven’t moved since. But also, the time happens to be 12.05. So, I picked up a true belief and I was justified in doing so (and there is no false conclusion there, intermediate or final). Yet it seems wrong to say that I fail to know that the time is 12.05. Gettier-examples of this latter kind are the ones that I am interested in this paper.      

1. Lewis

Lewis’s aim is to argue for an epistemological theory, which accepts infallibilism as its starting point but avoids skepticism. He motivates the starting point by stating a familiar dilemma: “(…) we know a lot; knowledge must be infallible; yet we have fallible knowledge or none (or next to none). We are caught between the rock of fallibilism and the whirlpool of skepticism. Both are mad!”
 On the one hand we take ourselves to know many things: I know that my mother lives in Finland, I know that rabbits like lettuce etc. On the other hand, to know something entails that I am not mistaken. To say that I know, yet I haven’t ruled out the possibility of error, sounds implausible. But the skeptical possibilities trade on this latter claim: a skeptical hypothesis typically asserts a claim of the type that S’s evidence doesn’t rule out. Furthermore, these skeptical possibilities bite even into our everyday knowledge: it seems that we can never have infallible knowledge. So, the dilemma goes either fallible knowledge or no knowledge at all. But, as I said above, Lewis wants to argue that we can have infallible knowledge, which doesn’t end in skepticism. 

Lewis’s definition reflects the way he set up the problem: S knows that p if and only if S’s evidence eliminates every possibility in which not-p. The quantifier ‘every’ in this definition reflects the infallibilist notion. However, to stick with this definition would lead to skepticism. For instance, a skeptical argument could be asserted on the following lines: 

1. For any proposition p, advanced as an item of knowledge, S’s evidence must rule out every possibility in which not-p. 

2. W is a possibility compatible with S’s evidence, such that W(not-p).

Therefore, 

3. S doesn’t know p.    

Because of arguments like this Lewis adds a proviso to his definition: S knows that p iff, S’s evidence eliminates every possibility in which not-p. Psst! Except for those possibilities we are properly ignoring.
 

The intuition behind Lewis’s proviso is the following. Many things we say are context dependent. Lewis suggests that ‘every’ in his definition is context-sensitive in the following sense. For example, if one utters in a pub: “every glass is empty”, what one is conveying is not that every glass in the universe is empty, but rather something like: every glass in the relevant domain is empty. Similarly, when we utter knowledge attributions of the form ‘S knows p’ in different contexts, we rarely mean that S’s evidence eliminates every possibility in which p is false. Rather, we are saying something along the lines of S’s evidence eliminates every relevant possibility in which not-p. Hence, Lewis adds the proviso to limit the scope of ‘every’; excepting those possibilities we are properly ignoring
. 

To aid his proviso Lewis provides us with a set of rules. He starts from three prohibitive rules. I.e. rules that tell us which possibilities we may not properly ignore. The first rule is Rule of Actuality (RA): The possibility that actually obtains is never properly ignored. This rule captures the traditional truth-condition of the tripartite definition of knowledge. If what is actual may never be properly ignored, then nothing that is false may ever be known. Moreover, RA is an externalist rule in the sense that the subject may never know what is being properly ignored. Lewis raises an intriguing question here: whose actuality is it that may never be properly ignored? His answer is plainly, if subject’s actuality is different from that of the attributor’s, then it is subject’s actuality that is the always relevant alternative. Of course, when we attribute knowledge to ourselves, then we are not allowed to ignore our own actuality.

Lewis’s next rule is the Rule of Belief (RB): The possibility that the subject believes to obtain is never properly ignored. Nor should we ignore possibilities that the subject ought to believe to obtain. There are two implications to this rule: if a subject believes something while possessing contrary evidence, then knowledge ought not be attributed to her. Secondly, this allows knowledge in cases of the nervous schoolboy. A nervous schoolboy is a subject who knows the right answer but doesn’t have the confidence to believe it. RB states that he knows because the possibility that he ought to believe is not properly ignored
.
 Again, we can spot a correspondence to tripartite definition, this time to the belief-condition.

The next rule is the Rule of Resemblance (RR): if a possibility saliently resembles another possibility and that possibility may not be properly ignored, then neither may the other. So, we can see that RR operates in conjunction with another rule. For instance, RA tells us that the subject’s actuality may not be properly ignored. If there is a salient possibility that resembles subject’s actuality, then that possibility may not be properly ignored. This rule does the work in cases of justified true belief that fail to be knowledge. The thought is that if a possibility is actual for the subject, believed by her, and she has evidence
 for it, then she may still fail to have knowledge. For example, A stopped clock says 12.05 and has said so for weeks. Unaware that the clock is broken, I look at the clock exactly at 12.05 and pick up a true belief by accident. The possibility that I had looked at the clock at 12.15 and picked up a belief that it is 12.05 can not be properly ignored. It resembles actuality perfectly so far as the stopped clock goes. Therefore, I fail to know that the time is 12.05. 

RA and RR together yield explanations for failure to know in Gettier-cases. The structure of Lewis’ explanation is relatively simple, let W* stand for a possibility which resembles actuality such that W*(not-p), then we can write: 

1. RA : The possibility W that actually obtains is never properly ignored. 

2. RR:  If W and W* saliently resemble each other and if W is not to be properly ignored, then neither is W* to be properly ignored. 

3. W* saliently resembles actuality in respect of subject’s evidence

4. W* ought not be properly ignored

Therefore,

5. Subject fails to know in W.  

Given that W* is any possibility in which JTB falls short for knowledge, such as the broken clock case. As seen above, this is Lewis’ explanation for subject’s failure to know in Gettier cases. 

We need to distinguish between two kinds of rules in Lewis’s theory. Rules that depend on facts about the subject of the attribution and rules that depend on speakers and hearers of the context where the attribution is asserted. Cohen designates the first type as ‘subject-sensitive’ and the second as ‘speaker-sensitive rules’. RA and RB are prime examples of subject-sensitive rules. Rule of Belief for example, says that the possibilities believed to obtain by the subject are not to be ignored. Rule of Actuality stresses the actual world of the subject. Contrast these with the Rule of Resemblance, which appears to be both subject- and speaker-sensitive. RR is subject sensitive because of Lewis’s treatment of the lottery-paradox. The possibility that S’s ticket wins the lottery resembles actuality because of the fact she holds a ticket. That’s why she fails to know that she will lose the lottery. Not because of speakers and hearers of the context. On the other hand, RR is speaker-sensitive because of the salience qualification. The possibility that I had looked at the clock 12.15 is not salient to me, it is salient to speakers and hearers who thereby do not attribute knowledge to me. If it were salient to me, I wouldn’t be in a Gettier-situation because I’d lack justification for my belief.  

RA, RB and RR are the only prohibitive rules in Lewis’s account. He provides a list of what may be properly ignored. When Lewis’s writes ‘may’ he means that these rules point to defeasable ignoring. This list includes such rules as the Rule of Reliability and Rules of Method. By these rules Lewis’s intention is to embrace theories in Contemporary Epistemology that he finds acceptable. However, they do not feature in Cohen’s criticism and hence I will leave a discussion on these rules out. But there is one rule left that is quite interesting. In fact Lewis calls it “more a triviality than a rule”
. This rule is the Rule of Attention (RAT): When possibilities are being attended to they are not properly ignored. For instance, in a context C a set of possibilities {Y} is being attended. This means that any member of {Y}is not being properly ignored. RAT is a rule that picks out the essence of Lewis’s contextualism, which possibilities are being attended to varies across contexts.  

The Rule of Attention does the job of explaining why the skeptical argument doesn’t permanently defeat our knowledge. In most contexts we are not attending to skeptical possibilities and therefore they are properly ignored. However, there are contexts, such as epistemology classrooms, where we are attending to skeptical possibilities and in those contexts we fail to know. So, the Rule of Attention does the job in explaining why we fail to know in skeptical contexts and not fail in others. Let me recapitulate. 

Lewis wants to steer his way between the rock of fallibilism and the whirlpool of skepticism. He argues that when ascribing knowledge to others and ourselves, we are allowed to ignore certain possibilities. The context-sensitivity of the term ‘knowledge’ provides Lewis with a way of arguing that in order to attribute knowledge truly to subjects, it is not the case that the subject has to be able to evidentially exclude every alternative in which not-p. The possibilities to be excluded are the one we (the attributors) are not properly ignoring. Lewis lists a set of rules that tell us which possibilities are never properly ignored. These possibilities are: subject’s actuality, the possibility subject believes or ought to believe to obtain, and possibilities that saliently resemble the relevant possibility. But for Lewis, the proper ignoring is also highly context-sensitive. Corresponding to the context-sensitivity of proper ignoring itself, Lewis introduces the Rule of Attention. Possibilities ignored in some context are those possibilities the participants are not attending to. In other words, when, in any context, a possibility is being attended to, it cannot be properly ignored. So, to stay away from fallibilism without committing to skepticism Lewis defines knowledge as a match between possibilities: possibilities uneliminated by subject’s evidence and possibilities being attended to. To get into more depth with Lewis’s theory I shall next turn to look at how it has been criticized by Stewart Cohen. 

2. Cohen

Cohen’s argument starts by pointing out that the failure to know in the stopped clock case is explained by RR. The possibility where the subject looks at the clock at 12.05 resembles saliently the possibility in which the subject is looking at the clock 12.15 and hence, by RA and RR the subject fails to know. The problem that Cohen raises against Lewis is that possibilities are not automatically salient. Note here that in Lewis’s original formulation salience is not very carefully specified. Lewis’s rules however, explain the failure to know only when the possibility of the subject looking at the clock at 12.15 is salient. When this possibility is not salient, the subject will know. Cohen points out that this outcome ought to be rejected.  Regardless of the context of attribution a subject that picks up a belief by looking at a stopped clock doesn’t know what time it is. 

Cohen runs a counterexample to Lewis’s view claiming that there is an asymmetry how RA, RB and RR are applied. He invites us to focus on three cases. Smith is looking at a sheep-shaped rock that has a real sheep behind it. Jones is actually looking at a sheep under normal conditions, but has evidence that he is actually looking at a sheep-shaped rock on a sheepless hill. Clyde is looking at a sheep-shaped  rock on a sheepless hill. Smith, Jones and Clyde all believe that there is a sheep on the hill. However, all three subjects fail to know that there is a sheep on the hill. Most importantly Smith fails to know despite of his justified true belief, because he is in a Gettier-situation. On Lewis’s view the failure to know is explained by rules of relevance. Smith fails to know because of the possibility that there is a sheep-shaped rock saliently resembling actuality, and, by RA and RR, this possibility cannot be properly ignored. Jones fails to know because he ought to believe that he is actually looking at a sheep-shaped rock on a sheepless hill. So, by RB the possibility he ought to believe to obtain is not properly ignored. Clyde fails to know because the possibility that actually obtains is such that his belief is false, and by RA, that possibility is never properly ignored. 

Cohen points out that Rules of Relevance deliver the same result for what we, the attributors, can truly say about each subject. But then he invites us to consider what happens when knowledge is attributed to these subjects in other contexts than ours. To exemplify his point Cohen inserts another attributor to these cases. Imagine that there is an attributor A, who is unaware that Smith’s belief that there is a sheep on the hill, is inappropriately acquired. A doesn’t realize either that Jones possess evidence justifying him in believing that there is no sheep on the hill. Nor does A realize that Clyde merely appears to see a sheep. None of these possibilities that falsify the knowledge attribution is salient to A. Unaware of these circumstances this leads A to say that Smith, Jones and Clyde all know that there is a sheep on the hill.  

The problem with asymmetry in application of these rules becomes apparent when we consider truth-values of A’s attributions. Cohen raises a question, “Are A’s ascriptions of knowledge to, [subjects Smith, Jones and Clyde], true?”
 For Smith, even though the possibility that he sees a rock with a sheep behind it resembles actuality, it is not salient for A. Therefore, A can properly ignore that possibility and his attribution is true. However, this is not the case for Jones and Clyde. Jones ought to believe that he sees a sheep-shaped rock and by the rule of belief this possibility is not properly ignored by A. So, A’s knowledge attribution to Jones is false. Similarly with Clyde: A may not properly ignore the possibility that Clyde’s belief is false. That is, by RA Clyde’s actuality is not properly ignored and hence, A’s knowledge attribution to Clyde is false. The asymmetry is now quite clear: it is counterintuitive to hold that A’s knowledge attribution to Smith is true whereas his attribution to Jones and Clyde is false. 

Cohen has the culprit ready at hand. He argues that the asymmetry results from the fact that RR is speaker-sensitive, whereas RA and RB are subject-sensitive. To diagnose the source of this unhappy outcome in Smith’s case Cohen focuses on RR. He argues that RR is subject sensitive because, in the clock case for instance, the resemblance between actuality and the possibility of a stopped clock has nothing to do with speakers and hearers of the context. Rather, the resemblance exists because of facts about the subject and his evidence. On the other hand RR is also speaker-sensitive because of the salience qualification. In some contexts certain (resembling) possibilities are salient and in others they are not. We saw this quite clearly in Cohen’s example above. When we were the attributors of knowledge to all three subjects, the possibility that Smith sees a rock with a sheep behind it was salient to us, but not to A. Hence, the knowledge attribution in our mouth would have been false, whereas in A’s mouth it was true. So, when RR is applied to a Gettier-case it gives the counterintuitive result seen above. According to Cohen this is so because of the speaker-sensitive side of this rule. Remember that the problem in Cohen’s counterexample was that A’s attribution ought to be true because the possibility that S was looking at a sheep-shaped rock wasn’t salient for A and consequently A can properly ignore that possibility. That is: A’s attribution ought to be true according to Lewis’s RR. But intuitively, we think that A’s knowledge attribution is false across all contexts. It doesn’t matter what is salient to A. So, by pointing to this asymmetry in application of Lewis’s rules, Cohen concludes that Lewis’s theory cannot address the Gettier problem. 

In addition to the failure of solving the Gettier-problem by Lewis’s theory, Cohen thinks that there is a reason why any contextualist theory cannot do that. His argument appeals to our intuitions. To get his argument off the ground he contrasts our intuitions towards the skeptical argument to our intuitions towards Gettier-cases. Cohen argues that the intuition we have concerning the conclusion of a skeptical argument is not stable. When engaged in philosophical reflection we feel being pulled into two directions, on the one hand we are quite sure that we do know that we have two hands, and on the other the conclusion pulls us to accepting that we don’t know that. In other words, we find ourselves in a situation where we are shifting back and forth between thinking that we know many things and that we don’t. By contrast, there is no such shift in our intuitions when we are considering Gettier-cases. If S is looking at a sheep-shaped rock, we do not hesitate to say that S fails to know there is a sheep on the hill. Here, we do not find ourselves being pulled into saying that S knows and that S doesn’t know. The stability of this kind is absent when we are reflecting the skeptical argument. In Cohen’s view, this instability of our intuitions is what motivates the contextualist solution to skepticism. Contextualism explains away the intuition that falsifies knowledge attributions in everyday contexts, while still maintaining that the skeptical argument has its force. So, the contextualist argues, the instability of our intuitions is a result of evaluating knowledge attributions in two contexts. 

To sum up: Cohen provides us with two arguments against Lewis’s theory. One, he argues that the salience-qualification in Rule of Resemblance leads us into a position where we apply RA, RB and RR asymmetrically. That is, RR is speaker-sensitive in the sense that the resembling possibilities have to be salient to the speaker in order to count as relevant. But, with Gettier-cases the subject fails to have knowledge despite of what is salient to her. Secondly, Cohen argues that Gettier-cases in general do not evoke same reactions as the skeptical argument and therefore contextualism which appeals precisely to our intuitions concerning skeptical argument is ineffective. According to Cohen our intuitions towards Gettier-cases are stable, unlike towards skeptical argument. 

3. Against Cohen

I think that Cohen’s first argument, while true of Lewis, is problematic because inserting an attributor that is unaware of subject’s circumstances can be turned against any contextualist solution to skepticism. Secondly, Cohen’s argument from our intuitive reactions to the skeptical argument applies to any case where the subject fails to discriminate between an actual and a counterfactual possibility. I’ll start by looking at an instance of contextualist solution to skepticism that Cohen favors. 

To explicate Cohen’s solution to the skeptical argument, we need to go back to Lewis’s RR. Remember that RR states that if two possibilities saliently resemble each other and one may not be properly ignored then neither may the other. This leads Lewis to an ad hoc exception of the rule. The salient resemblance that Lewis wishes to except from an application of RR is where a skeptical possibility resembles actuality in terms of subject’s evidence. Cohen is quite unhappy with this exception. He needs to provide a plausible way to get around the exception. Just as in his criticism of Lewis’s solution to the Gettier-problem, Cohen’s rejection of this ad-hoccery relies on the salience-qualification. His thought is the following. The skeptical possibilities has to resemble saliently subject’s actuality. In contexts where those possibilities are not salient skepticism does not threaten knowledge. These contexts include our normal, everyday contexts. In some contexts, on the other hand, the skeptical possibilities have been made salient and there subjects fail to have knowledge. The essence of Cohen’s reply to the adhoccery is that RR is read as speaker-sensitive, whereas Lewis reads it as subject-sensitive. As we saw in the previous section Cohen distinguishes between these two types of rules. Note Lewis’s expression: salient with respect to subject’s evidence. If salience is cashed out in that way, then the road to skepticism is open. The subject’s evidence regarding the falsity of a well-formed skeptical hypothesis is neutral and context-independent. Hence, subject’s evidence in actuality resembles subject’s evidence in the skeptical possibility. But, if salience is to be taken as applied to the possibilities affecting the relevant possibilities of the speaker’s context, then this partial savior suggested by Cohen is available, i.e. only possibilities that are salient to speakers ought not to be properly ignored. Cohen concludes that by taking salience as speaker-sensitive, his solution avoids adhoccery. 

My worry against Cohen is that his use of ‘salience’ to solve the skeptical problem doesn’t appear to avoid the asymmetry problem any better than Lewis’s. The thought here is that if we allow an attributor that is unaware of some of the significant circumstances the subject is in, then Cohen’s solution fails on the same account as Lewis’s. It seems perfectly possible that there might be an attributor who is unaware that the subject of the attribution is in fact subjected to a skeptical hypothesis. Imagine the following: Rene and his flatmate Pierre. Unbeknownst to Pierre his flatmate Rene has a tendency of walking around the flat while asleep. One night, when Pierre comes home he finds Rene sitting by the fire, in his dressing gown, holding a piece of paper in his hand. Pierre utters by himself, ‘Rene knows that he is sitting by the fire, holding a piece of paper in his hand etc’. However, Pierre fails to notice that his friend is asleep. The fact that Rene is asleep is not salient to him. What does Cohen’s account say about the truth-value of ‘Rene knows that he is sitting by the fire etc? Given what is salient to Pierre in this situation and Cohen’s claim that the truth-value of the knowledge attribution depends upon salient factors of Pierre’s context, Cohen’s account is committed to saying that Pierre’s knowledge attribution is true. Whereas clearly it is false. The dreaming hypothesis is a typical skeptical hypothesis, familiar from the Descartes’ first Meditation. So, it seems that we can run a similar counterexample against Cohen’s favored solution to the skeptical problem as he did against Lewis’s solution to the Gettier-problem. 

However, I do think that there is a sense in which Cohen is right. That is if we understand by the Gettier-problem a problem presented against the tripartite definition of knowledge and that the adequate solution to this problem consists in providing additional conditions for knowledge or dodging the existing ones. In this sense contextualism cannot do anything for the Gettier-problem. However, when it comes to explaining the failure to know given a Gettier-counterexample, I think that contextualism can be useful. To see this, let us add something to the Rene-story. Imagine that while he is sleep-walking he is dreaming that he is holding a paper in his hand, sitting by the fire etc. Does he fail to know these things? Yes, because he fails to distinguish between his dreaming state and awake state. The following counterfactual captures the lack of knowledge. Had he not been sitting by the fire with a paper in his hand, he would have still believed that he is. The possibility that he is dreaming is transparent. What about the Gettier-subject Smith? He fails to know for a similar reason. Smith fails to distinguish between a sheep-shaped rock and a sheep. His failure to know can be explained by the following counterfactual: had there not been a sheep in front of him (i.e. behind the rock), he still would have believed there is. The possibility where there isn’t a sheep in front of him is transparent. So, as long discrimination between a possibility in which p is true and in which it is false leads to the failure to know that p, I think that contextualism can explain this failure. The option available for a contextualist is the following: to deny that the transparent possibility is always relevant. This does match to our everyday intuitions, normally I take clocks to be quite reliable sources for information about time. I’d even attribute knowledge to myself and others accordingly. But if I am informed that a subject is looking at a stopped clock, picking up a true or false belief, I do not attribute knowledge to that subject. The reason for my refusal is that had S looked at the clock some other time, she would have still believed that the time 12.05. The possibility of getting the time wrong is transparent. Note that this explanation is not conditional on whether I am attributing knowledge to myself or others. If I am in a Gettier-situation, such as looking at the broken clock, but uninformed about my situation, I may go on attributing knowledge to myself. But, in cases like this I need to take a harder look at my own actuality. 

� Ibid. p. 550.


� See Ibidem. pp. 550-554.


� I shall leave the details of the mechanism, which explains this context-sensitivity, open. The background for this can be found in David Lewis’s ‘Scorekeeping in a Language Game’, Journal of Philosophical Logic, 8, 1979, pp. 339-359.  


� This example is from: A.D. Woozley, ‘Knowing and Not Knowing’, Proceedings of the Aristotelian Society 53, 1953, pp. 151-172. 


� Unless, of course, the schoolboy example is constructed in a way that the schoolboy believes that he doesn’t know. In the latter case, Lewis’s RB appears ambiguous.


� That is, evidence in the sense that it doesn’t discriminate between knowledge and non-knowledge cases.


� Lewis, p. 559.


� Cohen p. 524 (In Sosa & Kim Anthology).
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