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ABSTRACT 
 
This paper presents the study and results of running 
several core multimedia applications on a simultaneous 
multithreading (SMT) architecture, including some 
detailed analysis ranging from memory-bounded kernels 
to computational-bounded functions.  A performance 
metric to evaluate effective SMT performance gain is 
introduced, and compared to similar metrics on symmetric 
multiprocessor (SMP) systems. In addition, we analyze 
and compare SMT versus SMP systems, and highlight the 
advantages in the studied applications. The results indicate 
that sharing the cache in SMT processors can provide 
better cache locality and thus better performance although 
sharing the cache can introduce cache conflicts and reduce 
the actual cache size available for each logical processor. 
We also propose “mutual prefetching” -- a technique to 
schedule threads so that they prefetch data for each other 
in order to reduce cache miss penalty. 

 

1. INTRODUCTION 
 

While processors nowadays are much faster than they 
used to be, the rapidly growing complexity of such 
designs also makes achieving significant additional gains 
more difficult. Consequently, processors/systems that can 
run multiple software threads have received increasing 
attention as a means of boosting overall performance.  In 
this paper, we first characterize the workloads of video 
decoding, encoding, watermarking, and machine learning 
on current superscalar architectures, and then we 
characterize the same workloads on simultaneous multi-
threading (SMT) architectures. Specially, we use Intel 
Xeon processors with Hyper-Threading Technology, 
which is one implementation of the SMT architecture. Our 
goal is to provide a better understanding of performance 
improvements on SMT processors. 

Figure 1 shows a high-level view of an SMT 
processor and compares it to a dual-processor system. In 
an SMT processor, one physical processor exposes two 
logical processors. Similar to a dual-core or dual-
processor system, a SMT processor appears to an 
application as two processors. Two applications or threads 
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can be executed in parallel. The major difference between 
SMT processors and dual-processor systems is the 
different amounts of duplicated resources. In Intel Xeon 
processors with Hyper-Threading Technology, only a 
small amount of the hardware resources are duplicated, 
while the front-end logic, execution units, out-of-order 
retirement engine, and the memory hierarchy components 
are shared. Thus, compared to processors without Hyper-
Threading Technology, the die-size is increased by less 
than 5% [7].  Simultaneous multi-threading architectures 
may increase the latency of some single-threaded 
applications, but have the benefit of increasing overall 
throughput of multi-threaded and multi-process 
applications. 

Multimedia applications tend to exhibit large amounts 
of computation and parallelism. We select a few 
representative multimedia applications as our workloads 
and characterize their performance on SMT. Although the 
workloads are well optimized for Pentium 4 processors, 
due to the inherent constitution of the algorithms, almost 
all multimedia applications cannot fully utilize all the 
execution units available in the microprocessor.  Some of 
the modules are memory-bounded, while some are 
computation-bounded.  

For example, the MPEG decoding pipeline consists of 
the major operations of Variable-Length Decoding (VLD), 
Inverse Quantization (IQ), Inverse Discrete Cosine 
Transform (IDCT), and Motion Compensation (MC) [4], 
as shown in Figure 2.  Table 1 shows a high-level 
summary of the MPEG-2 decoder’s behavior.  The first 
stage of the decoding pipeline, VLD/IQ, is characterized 
by substantial data dependency, limiting opportunities for 
instruction, data, and thread-level parallelism.  The next 
stage, IDCT, is completely computation-bound.  The 
kernel is dominated by MMX/SSE/SSE2 (Streaming 
SIMD Extension) operations.  Because 90% of the 
instructions are executed in the MMX/SSE/SSE2 unit, the 
integer execution unit is idle most of the time in the IDCT 
module.  The final stage of the decoding pipeline, MC, is 
memory intensive compared to the other modules in the 
pipeline.  Although the out-of-order execution core in the 
Intel Xeon processor can tolerate some memory latency, 
the module shows an equal distribution of time between 
computation and memory latency because there are too 
many memory operations.  All these modules are well-
optimized, but still cannot utilize all of the execution units 
available in the microprocessors.  While the Intel Pentium 
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4 and Intel Xeon processors can execute multiple uops in 
one cycle, the uops retired per cycle (UPC) is only 0.74 in 
our optimized video decoder. After we multi-thread these 
workloads on SMT processors, they show better 
utilization of the execution units. 

While a number of applications show good speedups 
on Hyper-Threading Technology, there is no common 
metric to measure the efficiency of multithreaded 
applications on Hyper-Threading Technology yet. We 
propose a metric that helps us to clearly identify available 
performance improvements.  By understanding the 
performance improvements that are possible in 
multimedia applications, we learn a number of techniques 

in algorithms and applications to achieve better 
performance on Hyper-Threading Technology. 

The paper is organized as follows.  Section 2 
describes the performance speedup of our multi-thread 
media workloads on SMT processor and dual-processor 
systems. In Section 3, assuming the amount of parallelism 
is the same on SMT processors and systems with multiple 
processors, we formulate a common performance metric 
to measure effective SMT speedup.  In Section 4, after 
examining the performance numbers, we provide our 
observations and describe some techniques to increase 
application performance on processors with Hyper-
Threading Technology.  Section 5 concludes this work. 

 
2. PERFORMANCE CHARACTERISTICS 

 
This section shows the performance analysis of our 
applications on multithreading architectures.  In general, 
our results show that SMT offers an average 16%~25% 
performance improvement.  This is very cost effective, as 
the 5% area cost for SMT is far less than the cost of 
doubling the hardware for dual-processor systems. 

Our SMT and dual-processor system has two 2.0GHz 
Intel Xeon processors with Hyper-Threading Technology, 
running Windows XP.  Each processor has a 512KB 
second-level cache.  To contrast the performance with 
single-thread performance on the system experimentally 
in lab setting, we disable one physical CPU and the 
support of Hyper-Threading Technology for the other 
CPU. To contrast the performance of dual processors, we 
disable the support of Hyper-Threading Technology for 
both CPUs. 

Table 2 shows our experimental results.  We achieve 
consistently more than 10% higher performance on the 
processor with Hyper-Threading Technology across 
several workloads.  The speedups reported in the second 
column are the workload speedups on a single processor 
with Hyper-Threading Technology.  The speedups in the 
third column are the workload speedups on dual-processor 
systems.  (We will explain the last column in the next 
section.)  

Multithreaded performance is better due to more 
efficient use of the execution units.  To verify that 
resource utilization is better balanced on a processor with 
Hyper-Threading Technology, we compare UPC for 
single-threaded and multi-threaded applications.  UPC 
increases from 1.05 to 1.33 in video encoding, from 0.78 
to 0.85 in video decoding, and from 1.01 to 1.21 in 
watermark detection, confirming the more efficient 

Table 1: MPEG decoding kernel characterization on 2 GHz Pentium 4 processor (9 Mb/s MPEG-2, 720x480) 
Kernel IPC UPC MMX, SSE, SSE-2 

per instructions 
Cond. 
Branch/ instr. 

Mispred. 
Cond./ Instr. 

Mispred. 
Cond./ Clock 

L1 misses/ 
Instr. 

FSB 
activity 

VLD 0.76 0.99 0.074 1/9 1/120 1/158 1/92 11.1% 
IDCT 0.59 0.89 0.90 1/141 1/2585 1/4381 1/193 2.4% 
MC 0.24 0.40 0.42 1/17 1/142 1/592 1/11 30. 3% 
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Figure 1: High-level diagram of (a) an SMT processor and 
(b) a dual-processor system. 
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Figure 2: Block diagram of an MPEG decoder. 



resource utilization possible with Hyper-Threading 
Technology, as shown in Table 3. 

 
3. EFFECTIVE SMT SPEEDUP 

 
Before we continue our discussion on SMT speedup, this 
section formulates our performance evaluation criterion of 
the workloads on SMT processors. As mentioned earlier, 
SMT processors only duplicate a small amount of the 
resources while dual-processor systems duplicate almost 
every processor resource.  Thus, it makes little sense to 
compare speedups on SMT processors with those on 
systems with two processors [8].  In order to have a fair 

performance evaluation of multi-threaded applications on 
SMT architectures, we define a metric to measure the 
effective speedup. This metric can be extended to measure 
not only the effective speedup of SMT processors, but 
also those of other multi-threading capable processors or 
systems, such as chip multi-processor (CMP) 
architectures. 

For example, consider two workloads with a 1.17x 
and 1.11x speedup on Hyper-Threading Technology (the 
original versions of the SVM RBF and SVM linear 
workloads, as shown in Table 2). The same two workloads 
show speedups on dual-processor systems of 1.78x and 
1.54x, respectively. Obviously the first workload has more 

Table 2: Speedups of our media workloads on systems with Hyper-Threading Technology & systems with dual-
processors, and, the effective Hyper-Threading Speedup.  
 Workload Speedup 

Hyper-Threading 
vs. Single-Thread 

Workload Speedup 
Dual-processors vs. 
Single-processor 

Effective SMT 
Speedup 

Video Encoder [2, 4] 1.12 1.61 1.16 
Video Decoder [2, 4] 1.21 1.61 1.30 
Video Watermarking [2] 1.16 1.64 1.21 
SVM linear [1] (original) 1.11 1.54 1.16 
SVM RBF [1] (original) 1.17 1.78 1.20 
SVM linear [1] (with mutual prefetching) 1.60 1.64 1.92 
SVM RBF [1] (with mutual prefetching) 1.58 1.73 1.77 
Boosting Training [3] 1.24 1.94 1.25 
Boosting Detection [3] 1.11 1.63 1.15 
 
Table 3: The workload characteristics of our applications on single-threaded processors and processors with Hyper-
Threading Technology 
 MPEG encoding MPEG decoding Video watermarking 
Event Single-

thread 
Hyper-
threading 

Single-
thread 

Hyper-
threading  

Single-
thread 

Hyper-
threading 

Clockticks (Millions) 13,977 11,688 7,467 6,687 23,942 20,162 
Instructions retired (Millions) 11,253 11,674 3,777 3,921 17,728 17,821 
Uops retired (Millions) 14,735 15,539 5,489 5,667 24,120 24,333 
IPC (instructions per clock) 0.80 1.00 0.51 0.59 0.74 0.88 
UPC (uops per clock) 1.05 1.33 0.74 0.85 1.01 1.21 
Floating-point/SIMD (Millions) 6,226 6,220 1,119 1,120 5,334 5,341 
L1 cache misses (Millions) 132 145 132 166 510 638 
Front Side Bus utilization rate 8.5% 8.5% 14.7% 16.4% 14.2% 22.3% 
 

SVM (linear) with mutual 
prefetching 

SVM (RBF) with mutual 
prefetching 

Boosting Training  
Event 

Single-
thread 

Hyper-
threading 

Single-
thread 

Hyper-
threading 

Single-
thread 

Hyper-
threading 

Clockticks (millions) 12,758 6,901 13,943 8,627 5,995 4,852 
Instructions Retired (millions) 3,158 3,162 4,367 4,357 4,077 4,215 
Uops Retired (millions) 5,393 5,423 7,563 7,571 5,178 5,677 
IPC (instructions per clock) 0.25 0.46 0.31 0.51 0.68 0.87 
UPC (uops per clock) 0.42 0.79 0.54 0.88 1.27 1.35 
Floating-point/SIMD (millions)  1,778 1,767 2,890 2,888 1,039 886 
L1 cache misses (millions) 901 559 686 432 192 234 
Front Side Bus utilization rate 47.4% 56.2% 43.3% 43.1% 0.3% 0.1% 



parallelism in the code and thus exhibits better speedup on 
both SMT and SMP systems. However, if we take the 
ratio of the Hyper-Threading speedup over the dual-

processor speedup, we observe that 
78.1

17.1 <
54.1

11.1 , which 

would seem to suggest that the second workload better 
exploits the SMT architecture. In fact, counter-intuitively, 
we observed that the SMT system actually better exploits 
the parallelism in the first workload.  Thus comparing 
ratios of SMT/SMP performance does not necessarily tell 
the whole story when it comes to assessing the gains 
achieved via the SMT architecture.  This motivates us to 
define a new metric that is independent of the amount of 
parallelism available in the code, in order to assess the 
gains achieved from SMT for a given workload. 

According to Amdahl’s Law the speedup of a 
program on a multi-threaded system is:  

eedupParallelSp

mparallelis
mparallelis

Speedup
+−

=
)1(

1 , 

where Speedup is the overall application speedup, 
parallelism is the fraction of code that can be executed in 
parallel, and ParallelSpeedup is the effective speedup 
achieved for the parallel section.  The formulation is true 
for both SMT and SMP.  We would like to use the 
effective speedup as the metric to compare the 
performance of an application on different multi-threading 
architectures.   

By measuring the application speedup on an SMT 
processor and combining that with knowledge of the 
amount of available thread level parallelism, we can 
quantify the effective speedup due to SMT, which we 
denote as ParallelSpeedupMT.  Since computational 
resources are shared between the parallel threads, this 
value is unpredictable and dependent upon the workload 
itself.  We thus determine it as follows. 

We assume that parallelism is identical for both SMP 
and SMT systems. Given an application’s overall speed-
up on an SMP system, we estimate the amount of 
parallelism achievable under the simplifying assumption 
that the speedup of the parallel code is approximately a 
factor of two on dual-processor systems.  Under these 
assumptions, the effective SMT speedup of the workload 
can be expressed as the following: 

DPMT

DP
MT

SpeedupSpeedup

Speedup
eedupParallelSp

21
1

2
2

−+

−
=  

where SpeedupMT and SpeedupDP are the overall 
application speedups on the SMT processor and the dual-
processor system. 

Using the above equation, we measure the effective 
SMT speedups as shown in the last column in Table 2. We 
consistently achieve at least 15-30% higher performance 

on the SMT processor for threaded code across several 
workloads.  For the SVM workloads with mutual 
prefetching (discussed in the next session), even better 
results are obtained. 

Our metric shows that a multi-threaded workload that 
has a 1.17x Hyper-Threading speedup and a 1.78 dual-
processor speedup (SVM RBF) uses Hyper-Threading 
more efficiently than another workload that has a 1.11x 
Hyper-Threading speedup and a 1.54 dual-processor 
speedup (SVM linear).  The first obtains 20% 
improvement for threaded code, while the latter obtains a 
16% speedup for threaded sections.  Thus despite the 
initial intuition that the latter workload benefits more from 
Hyper-Threading, in fact we see that the former workload 
shows a greater relative performance gain. 
 

4. DISCUSSION 
 
There are a number of factors that can influence the 
effective SMT speedup.  For example, because two logical 
processors share one physical SMT processor, the 
effective sizes of the caches for each logical processor, 
largely influenced by the cache footprint of each 
application, seem smaller. Thus, it is important for multi-
threaded applications to make judicious use of the cache 
and comprehend possible thrashing issues. For instance, 
when considering code size optimization, excessive loop 
unrolling should be avoided.  Please refer to [6] for more 
details.  

While sharing caches may decrease the effective 
cache sizes seen by some applications running on 
processors with Hyper-Threading Technology, sharing 
caches can provide better cache locality between the two 
logical processors for other applications.  As many 
applications are memory-bound, having good cache 
locality can provide a significant increase in application 
performance.  For example, in our study we identified two 
cases in which cache sharing between logical processors 
on one physical SMT processor produced very beneficial 
data locality effects. This is the reason why we observe a 
large speed-up for some threaded workloads on an SMT 
processor.  

 
4.1. Dynamic Slice Scheduling 

 
As shown in Figure 3, a picture in a video bit stream can 
be divided into slices of macroblocks.  Each slice, 
consisting of blocks of pixels, is a unit that can be 
decoded independently.  Here we compare two methods to 
decode the pictures in parallel: 
1. Static partitioning:  In this method, one thread is 

statically assigned the first half of the picture, while 
another thread is assigned the other half of the picture 
(as shown in Figure 3(a)).  Assuming that the 
complexity of the first half and second half are 
similar, these two threads will finish the task at 



roughly the same time.  However, some areas of the 
picture may be easier to decode than others.  This 
may lead to one thread being idle while the other 
thread is still busy. 

2. Dynamic partitioning:  In this method, slices are 
dispatched dynamically. A new slice is assigned to a 
thread when the thread has finished its previously 
assigned slice. In this case, we don’t know which 

slices will be assigned to which thread.  Instead, the 
assignment depends on the complexity of the slices 
assigned.  As a result, one thread may decode a larger 
portion of the picture than the other if its assignments 
are easier than those of the other thread.  The 
execution time difference between two threads, in the 
worst case, is the decoding time of the last slice.  
The foremost advantage of the dynamic scheduling 

scheme is its good load balance between the two threads.  
Because some areas of the picture may be easier to decode 
than others, one thread under the static partitioning 
scheme may be idle while another thread still has a lot of 
work to do.  In the dynamic partitioning scheme, we have 
very good load balance.  As we assign a new slice to a 
thread only when it has finished its previous slice, the 
execution time difference between the two threads, in the 
worst case, is the decoding time of a slice. 

We now illustrate the advantage of sharing caches in 
our application. On dual-processor systems, each 
processor has a private cache.  Thus, there may be a 
drawback to dynamic partitioning in terms of cache 
locality.  Figure 4 illustrates the cache locality in multiple 
frames of video. During motion compensation, the 
decoder uses part of the previous picture, the referenced 
part of which is roughly co-located in the previous 
reference frame, to reconstruct the current frame.  It is 
faster to decode the picture when the co-located part of the 
picture is still in the cache.  In the case of a dual-processor 
system, each thread is running on its own processor, each 
with its own cache.  If the co-located part of the picture in 
the previous frame is decoded by the same thread, it is 
more likely that the local cache will have the pictures that 
have just been decoded.  Since we dynamically assign 
slices to different threads, it is more likely that the co-
located portion of the previous picture may not be in the 
local cache when each thread is running on its own 
physical processor and cache, as shown in Figure 4(c).  
More cache misses may incur more bus transactions. In 
contrast, the cache is shared between logical processors on 
a processor with Hyper-Threading Technology and thus 
cache localities are preserved.  We obtain the best of both 
worlds with dynamic scheduling: there is load balancing 
between the threads, and there is the same effective cache 
locality as for static scheduling on a dual-processor 
system. 

 
4.2. Mutually Beneficial Prefetching 
 
Although the Intel Xeon processor can execute 

multiple uops in one cycle, the number of retired uops per 
cycle (UPC) is only 0.42 and 0.54 for the single-threaded 
SVM workloads [1]. Low UPC in the single-threaded 
workload indicates the underutilization of the execution 
units available in the microprocessor [5] due to the high 
rate of L1/L2 misses. The large number of L1/L2 misses 
result from the large working set of the SVM workloads. 
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Thread 1 Thread 2

Thread 1

Thread 2
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Figure 3: Two slice-based task partitioning schemes 
between two threads: (a) static scheduling and (b) 
dynamic scheduling. 
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Figure 4: Cache localities, during (a) motion 
compensation, in (b) static partitioning, and in (c) 
dynamic partitioning. 



The size of the whole set of support vectors is around 
2MBytes, which is larger than the L2 caches of most 
modem microprocessors. Although out-of-order execution 
can reduce the problem of data dependency on cache 
misses, memory latencies are too long to be hidden in this 
particular workload.  As a result, execution units are 
under-utilized. Sharing execution units therefore increases 
the utilization rate of the resources and thus improves the 
workload’s throughput. 

With Hyper-Threading Technology, the UPC 
increases to 0.79 and 0.88, respectively. Both threads are 
prefetching data for each other on a single SMT processor. 
In [9], Wang et al. use one thread to prefetch data for 
another thread on SMT systems when caches are shared. 
In their work, the prefetching thread does not generate 
useful results.  

In the SVM workloads, both threads require the same 
support vectors for different incoming samples at roughly 
the same time. Thus, when one thread runs faster than the 
other thread, it will access the L2 or main memory to get 
the next support vector. So, when the other thread catches 
up in the execution, the support vector is already in L1.  In 
this case, both threads are prefetching data for each other 
on a single SMT processor. We call this mutual 
prefetching. 

Because of this mutual prefetching effect, the dual-
threaded workload on the SMT processor has fewer L1/L2 
misses than the single-threaded workload and its 
performance is thus much better.  In fact, the speed-up is 
almost the same as that achieved on a dual-processor 
system (see Table 2). 
 

5. CONCLUSIONS 
 
In this paper, the characteristics of several key multimedia 
applications have been presented and their performance on 
a simultaneous multi-threading (SMT) architecture 
studied. A metric to evaluate the effective speedup due to 
SMT has been defined, and an example shows that simply 
comparing workload performance on SMT vs. SMP 
systems rather than using the metric can give misleading 
impressions of the relative performance on the SMT 
architecture. Our results show that the effective speedup 
achieved on the SMT architecture we studied gives very 
consistent results across several workloads. The 
differences between SMT and SMP architectures, and in 
particular the impact of sharing the cache in SMT 
architectures, have been discussed. On SMT, sharing the 
cache provides cache locality between threads. This 
interesting characteristic has been exploited to reduce the 
impact of cache misses by scheduling threads to prefetch 

data for each other.  Using this technique, some workloads 
show speed-ups on SMT systems competitive with those 
seen on SMP systems, despite the small hardware cost 
associated with the SMT architecture. 
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